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Abstract. Adversarial Domain Generation Algorithms (DGAs) pose a
growing threat to botnet detection systems; however, the lack of a stan-
dardized evaluation makes comparing existing models virtually impos-
sible. We present an open-source benchmarking framework that evalu-
ates four adversarial DGA models (DeepDGA, CharBot, Deception, and
MaskDGA) in a unified environment, assessing lexical characteristics,
detection evasion against LSTM and CNN classifiers, and computational
cost. Our results show that CharBot and Deception consistently outper-
form the other two models: both achieve evasion rates above 75% with
a training time of less than two seconds. DeepDGA and MaskDGA, de-
spite their complexity, exhibit evasion rates below 21% in all cases. These
findings highlight that lexical similarity to benign domains is related to
evasion success, and that computational cost does not necessarily trans-
late into effectiveness.
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1 Introduction

Domain Generation Algorithms (DGAs) allow malware to dynamically generate
large volumes of pseudo-random domain names, enabling botnets to maintain
resilient command and control channels that evade static blocklists [8]. In re-
sponse, academic and industrial communities have developed sophisticated Ma-
chine Learning (ML)-based detectors [12] capable of identifying Algorithmically
Generated Domains (AGDs) by learning complex patterns at the character level.
This has triggered an arms race in which attackers craft domains that mimic le-
gitimate traffic to evade these detectors.

Our recent systematic literature review on this arms race [5] reveals two
obstacles to progress. First, most proposed adversarial models are evaluated
in isolation, using heterogeneous datasets and inconsistent metrics, making di-
rect comparison between studies impossible. Second, only 12.50% of the re-
viewed studies report public artifacts, hindering independent validation and re-
producibility of reported results.
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To address these barriers, we present an open-source benchmarking frame-
work that evaluates adversarial DGA models in a unified environment. We im-
plement and compare four representative models, DeepDGA [1], CharBot [4],
Deception [10], and MaskDGA [9], with two ML-based detectors in three evalu-
ation dimensions: lexical features, detection evasion, and computational cost.

2 Experimental Setup

To systematically compare adversarial DGA models in terms of lexical statistics,
detection capability, and training and generation times, we develop an open-
source benchmarking framework.?

Datasets. We create three disjoint datasets from the Tranco list [11] and
DGArchive [6], each with a distinct function: training the adversarial models
(Dy), training the detectors (Dz), and evaluation as control groups (Ds). For
each dataset, we randomly select benign domains from the Tranco list [11], not-
ing that it may contain malicious domains [7]. For malicious domains, we use
DGArchive [6], selecting equally from the 58 malware families with at least
50,000 samples each, resulting in 100,000 malicious and 100,000 benign domains
per dataset. For D3, malicious domains were extracted from four representative
DGA families covering different generation strategies [6]: Qakbot and Rovnix
(arithmetic-based), Suppobox (dictionary-based), and Dyre (hash-based), each
contributing 100,000 samples. Dy and D- include all 58 families so that the ad-
versarial models and the detectors see the full diversity of DGAs, whereas Dj is
restricted to four families covering distinct generation schemes, which enables a
per-family comparison.

Adversarial Models. We evaluate four adversarial DGA models, including
DeepDGA [1], CharBot [4], Deception [10], and MaskDGA [9]. In addition, we in-
clude two control groups: a set of real AGDs from DGArchive [6] (malicious
baseline) and a set of domains from the Tranco list [11] (benign baseline). The
malicious baseline draws real AGDs from the four DGA families in D3, and the
benign baseline draws Tranco domains from Djs. Both act as reference points
against which the adversarial models are compared.

Detectors. We evaluate two ML detectors trained on Dy: an LSTM [12], a re-
current classifier at the character level, and a CNN [13], a convolutional classifier
on character n-gram embeddings.

Framework Overview. Our framework is modular, with three decoupled lay-
ers: generation, detection, and analysis. Figure 1 illustrates its architecture. The
framework orchestrator coordinates layers: a gemeration layer that groups the
adversarial DGA models; a detection layer with the trained classifiers; and an
analysis layer that calculates lexical statistics and evaluation metrics. For each

! Source code available at: github.com /reverseame/adversarial-dga-framework
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Fig. 1: Architecture of the adversarial DGA benchmarking framework proposed
in this work.

adversarial model and control group, the analysis layer calculates lexical fea-
tures (Shannon entropy, vowel ratio, digit ratio, unique character ratio, max-
imum number of consecutive consonants, and length) along with training and
generation times. Taken together, these criteria capture both the effectiveness
and the cost of an adversarial DGA model, in line with standard practice in
adversarial machine learning [2]. We evaluate detection performance using the
evasion rate, defined as the fraction of adversarial domains incorrectly classified
as benign by each detector.

3 Evaluation Methodology and Discussion of Results

We evaluate each adversarial model across three dimensions: lexical features, de-
tection evasion, and computational cost. For the first two dimensions, we com-
pared the four adversarial models with both control groups, while computational
cost was evaluated independently for each model.

3.1 Lexical Features

We evaluate six lexical metrics in all adversarial models and control groups, as
shown in Figure 2. The malicious baselines correspond to the four DGA families
described in Section 2, each of which represents a generation scheme [6]. These
baselines reflect the diversity of lexical profiles that adversarial models either
avoid (malicious baselines) or mimic (benign baselines).

CharBot and Deception closely match the benign baseline across all metrics,
particularly Shannon entropy, vowel ratio, and domain length, suggesting that
both models successfully learn the lexical distribution of legitimate domains. In
contrast, MaskDGA shows a lexical profile closer to arithmetic DGA families like
Rovnix and Qakbot, with lower vowel ratios and longer domains than the benign
traffic. DeepDGA stands out as a clear outlier, producing longer domains (mean
length 62), a near-zero vowel ratio, and the highest digit ratio among all groups.
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Fig.2: Mean lexical statistics by model and control group, normalized using
min-max scaling. The horizontal line separates the baselines (above) from the
adversarial models (below).

3.2 Detection Performance

We evaluate the evasion rate of each model and control group against both detec-
tors. Figure 3 summarizes the results. Against benign domains, both detectors
achieve evasion rates above 96%. This changes with real-world DGA families; de-
tection rates vary considerably depending on the generation scheme. Dyre, which
follows a hash-based generation scheme, is detected almost completely by both
classifiers, with an evasion rate close to 0%. Arithmetic-based families (Rovnix
and Qakbot) are detected with evasion rates below 13%. Suppobox, however,
stands out as the most difficult to detect among real-world baselines, achieving
an evasion rate of 64% against CNN and 94% against LSTM, likely due to its
dictionary-based generation scheme.

Among the adversarial models, CharBot and Deception achieve the highest
evasion rates, exceeding 75% and 84% respectively against both detectors. This
corresponds with the lexical analysis in Figure 2, where both models closely fit
the benign baseline across all metrics. In contrast, MaskDGA and DeepDGA show
substantially lower evasion rates, below 21% in all cases, which is consistent with
their divergent lexical profiles.

3.3 Generation Times

We evaluate training and generation times for each adversary model (Table 1).
CharBot and Deception are the fastest models, with training times of less than
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Fig. 3: Evasion rate (%) of each model and control group against CNN and LSTM
detectors. The dashed line separates baselines from the adversarial models.

Table 1: Training and generation times (in seconds) for each adversarial model.

CharBot Deception MaskDGA DeepDGA

Training time (s) 0.91 1.52 9,409 75,994
Generation time (s) 107° 107*  0.056 0.11

2 seconds and generation times on the order of 10~° to 10~* seconds per domain.
However, MaskDGA and DeepDGA require significantly more training effort: 9,409
and 75,994 seconds (2.61 and 21.11 hours), respectively. The low evasion rates
of MaskDGA and DeepDGA do not justify their high computational cost. CharBot
and Deception remain the most practical options, with high evasion rates and
training times of less than two seconds.

4 Ongoing Work

This work serves as a proof of concept for a broader study. Building on these
results, we are extending the framework to encompass all adversarial models
identified in [5], along with more comprehensive lexical features (n-gram dis-
tributions), additional detectors, and memory usage profiling. We also plan to
compare the results reported in the original papers with those obtained under
our framework. Another line of work focuses on designing a new adversarial
model based on lightweight LLMs [3].
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