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quite a good lifestyle otherwise.’
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Abstract

In today’s digital landscape, organizations of all sizes can expect to experience
cybersecurity incidents at some point, making it imperative that they implement
robust strategies to both anticipate and effectively respond to such threats. These
incidents come in many forms, each with its own intent, capability, and technique,
requiring advancements in security measures that not only minimize exposure
to new threats, but also quickly analyze and mitigate potential risks. Given the
complexity of these incidents, organizations should prioritize implementing a
well-structured incident response plan to effectively manage and recover from
security breaches.

To address the heterogeneous nature of cybersecurity incidents, organizations
rely on a comprehensive incident response process that includes four key phases:
(i) preparation; (ii) detection and analysis; (iii) containment, remediation, and
recovery; and (iv) post-incident activity. At the same time, adversaries follow
a meticulous process to execute intrusions, each with their own set of tactics
to achieve their objectives. Understanding these adversary tactics is critical for
organizations to proactively defend themselves and mitigate potential cyber
threats.

This dissertation explores three topics of incident response: incident prevention,
preliminary incident analysis, and in-depth incident analysis. First, we present a
comparative analysis and evaluation of IoT protocols for data exfiltration. Second,
we show how memory forensics can help quickly identify the presence of malware
or discard legitimate processes in a initial triage. Finally, we explore how dynamic
analysis and symbolic execution can help analyze executables that implement
unknown network protocols.

Our main conclusions are that the IoT protocols MQTT and AMQP emerged as
the most suitable options for data exfiltration, due to their optimization for data
transfer and their common use in IoT cloud connections through gateways. We
also introduced a taxonomy of Windows persistence methods and highlighted
their importance in memory forensics analysis. In addition, we explored the
effectiveness of relying on code signing in memory forensics, highlighting its
limited utility due to incomplete data and changes caused by system runtime.
Furthermore, we introduced a system that uses tainted dynamic control-flow
graphs and symbolic execution to analyze binaries that implement unknown
network protocols; although this proposal can help an analyst, it currently faces
limitations such as dependencies on protocol status codes, requirements for
valid initial datasets, and partial communication views with protocols involving
multiple socket connections.
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Chapter 1

Introduction

Counting and planning an effective response to cybersecurity incidents has be-
come mandatory for organizations, as all organizations, regardless of size, are
expected to experience cybersecurity incidents in their lifetime. These incidents
vary widely in intent, capacity, and technique, so advances that minimize exposure
to new incidents, minimize information loss, and quickly analyze threats in depth
are critical to today’s organizations safely returning to business.

11 Motivation and Research Questions

Cybersecurity incidents are difficult to investigate because adversaries use a
variety of tactics ranging from intrusion, lateral movement and privilege escalation
to exploitation and data exfiltration, sometimes involving multiple adversaries
throughout the crime-as-a-service [1]. To address these incidents, organizations
must rely on implementing a well-planned IT incident response.

Typically, the incident response process can be divided into four phases, each
playing a key role in the critical incident response process: (1) preparation, (2)
detection and analysis, (3) containment, eradication and recovery, and (4) post-
incident analysis [2]. This process seeks to minimize the organization’s exposure,
effectively manage incidents when they occur, and return to an operational state
as quickly as possible.

In parallel, adversaries follow a process to plan and execute an intrusion, which
is typically divided into seven steps: (1) reconnaissance, (2) weaponization, (3)
delivery, (4) exploitation, (5) installation, (6) command and control, and (7) action
on objetives [3]. For an intrusion to be profitable, adversaries must complete all
steps to the end, and for each step, adversaries could use a variety of tactics, some
of which are well known and described in the MITRE ATT&CK taxonomy [4].

With a wide range of tactics available to adversaries and organizations more
exposed to the Internet than ever, we asked the following question:

13



CHAPTER 1 INTRODUCTION 14

[Research Question 1]

Can we prepare for adversaries using newer means of communication during
an incident?

In this context, we study the use of Internet of Things protocols to exfiltrate
data during the action on objectives step of an intrusion. We compare the most
suitable protocols for such a task, evaluate the possible adversary threat model,
and propose mitigation strategies.

In addition, the first moments of responding an incident are critical. In this sense,
we asked the two complementary questions in the early stages of analyzing an
incident:

[Research Question 2}

Can we quickly detect suspicious processes on a compromised system?

[Research Question 3}

Can we quickly discard legitimate processes on a compromised system?

In this regard, we choose digital forensics because is a field commonly integrated
into the incident response process [5]. Digital forensics is a broad field that is
divided into seven categories: computer forensics, software forensics (including
databases), multimedia forensics, device/IoT forensics, network forensics, mal-
ware forensics, and memory forensics [6]. In particular, we specifically choose
memory forensics because the initial triage is smaller than disk forensics and can
be leveraged to more quickly respond to these aforementioned research questions.

In particular, we study the abuse of the operating system persistence mechanisms,
which is necessary for the installation step of an intrusion. On the other hand,
we study how code signing could be used to verify legitimate processes in order
to focus efforts on unverified ones.

After a preliminary analysis and detection of an anomalous executable, we asked
the last question:

[Research Question 4}

Can we improve the analysis of suspicious executables that communicate with
an unknown protocol?

If a suspicious executable is found to be communicating with an entity outside the
organization using an unknown protocol, we are investigating how an automated
approach can help an analyst clarify the communication that is occurring and
the details of the underlying protocol. Specifically, we discuss the use of different
software analysis techniques (in particular, symbolic execution [ 7], [8], enhanced
with control-flow analysis [9] and taint analysis [ 10]) to attempt to detect protocol
messages that may not have been seen previously in a network communication.

In summary, this dissertation focuses on the first two phases of the incident
response process, as shown in Figure 1.1. Specifically, this dissertation aims to
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Focus of this dissertation

Detection

Preparation & Analysis

Figure 1.1 Focus of this dissertation within the incident response lifecycle (adapted from [2]).

contribute to incident prevention, incident preliminary analysis, and incident
in-depth analysis.

1.2 Dissertation Outline

The rest of this dissertation continues to provide a common background in Chap-
ter 2. The dissertation is then divided into three parts, depending on incident
response phase studied:

* Part I focuses on the incident prevention phase: Chapter 3 shows a compar-
ative analysis of IoT protocols for data exfiltration and Chapter 4 evaluates
CHITON, a Python library for data exfiltration via IoT protocols.

* Part IT aims to analyze two memory forensics approaches for the preliminary
incident analysis phase: Chapter 5 focuses on the persistence techniques
used by malware and which can be detected by memory forensics thanks
to the Volatility plugin WINESAP, and Chapter 6 shows the extent to which
an analyst can rely on code signing to discard properly signed executables,
evaluating this approach with the Volatility plugin SIGCHECK.

* Part III focuses on in-depth analysis of unknown executables: Chapter 7
introduces SYNOPTIC, a software project that relies on dynamic analysis and
symbolic execution to analyze an executable that implements an unknown
network protocol. We then analyze a case study in Chapter 8 to evaluate
the tool.

For each part, we provide context, related work, and a general discussion of the
results obtained. Chapter 9 concludes this dissertation with relevant results and
highlights the future work.

1.3 Contributions and Measurable Results

Most of the contributions are the result of research carried out at the Department
of Computer Science and Systems Engineering of the Universidad de Zaragoza
(Spain), with additional contributions from two three-month research stays, one



CHAPTER 1 INTRODUCTION 16

at the Commissariat a U'énergie atomique et aux énergies alternatives: Laboratoire
d’'Intégration de Systémes et des Technologies (CEA-List, France) and another at
the Technische Universiteit Delft (TU Delft, Netherlands).

Publications

Three papers have been published in peer-reviewed journals and one more is
currently under review in another peer-reviewed journal. Another publication
was also published during the doctoral program, but it has not been included in
this thesis.

Journal Articles

1. D. Uroz and R. J. Rodriguez. “Characteristics and Detectability of Windows
Auto-Start Extensibility Points in Memory Forensics,” in Digital Investigation,
vol. 28, pp. $95-S104, Apr. 2019. por: 10.1016/j.diin.2019.01.026. Impact
factor (JCR): 1.938, rank 108/156 (Q3).

2. D. Uroz and R. J. Rodriguez. “On Challenges in Verifying Trusted Executable
Files in Memory Forensics,” in Forensic Science International: Digital Investi-
gation, vol. 32, p. 300917, Apr. 2020. pot: 10.1016/j.fsidi.2020.300917.
Impact factor (JCR): 2.406, rank 119/223 (Q3).

3. D. Uroz and R. J. Rodriguez. “Characterization and Evaluation of IoT
Protocols for Data Exfiltration,” in IEEE Internet of Things Journal, vol. 9,
no. 19, pp. 19062-19072, Oct. 2022. por: 10.1109/JI0T.2022.3163469.
Impact factor (JCR): 11.1, rank 5/251 (Q1).

Under Review

4. D. Uroz, R. J. Rodriguez, S. Bardin, and E Recoules. “Back to the Future:
Uncovering Network Protocol States through Symbolic Execution and Taint
Analysis,” in Computer & Security. Impact factor (JCR): 5.6, rank 41/158

(Q2).

Other Publications Not Qualifying for this Dissertation

5. D. Uroz and R. J. Rodriguez. “Evaluation of the Executional Power in
Windows using Return Oriented Programming,” in 2021 IEEE Security and
Privacy Workshops (SPW), San Francisco, CA, USA, 2021, pp. 361-372, DOI:
10.1109/SPW53761.2021.00056. GGS Class: Not indexed.

Research Internships
Two research internships were completed during this thesis, totaling six months:

* March 2022 to May 2022 (three months): visiting researcher at the Soft-
ware Safety & Security Laboratory at CEA-List (France), supervised by


https://doi.org/10.1016/j.diin.2019.01.026
https://doi.org/10.1016/j.fsidi.2020.300917
https://doi.org/10.1109/JIOT.2022.3163469
https://doi.org/10.1109/SPW53761.2021.00056

1.3. CONTRIBUTIONS AND MEASURABLE RESULTS 17

Dr. Sébastien Bardin. An article on the use of symbolic execution for dy-
namic analysis of network protocols is currently under review as a result of
this internship.

* September 2023 to November 2023 (three months): visiting researcher at
the Cybersecurity Group at TU Delft (Netherlands), supervised by Prof. Car-
los H. Gafidn. An article on the temporal evolution of the Command &
Control servers is currently under development and is expected to be sub-
mitted to an international peer review conference prior to the defense of
this dissertation.

Teaching Assistance

I was a teaching assistant for a total of five courses (120 ECTS in total) in
the master’s and bachelor’s programs in Computer Science during this doctoral
program. In particular:

* Master’s Program in Computer Science: teaching assistant in the laboratory
sessions of Exploiting Software Vulnerabilities (academic years 2022/2023,
2023/2024)

* Bachelor’s Program in Computer Science: teaching assistant in the labora-
tory sessions of Data Structures and Algorithms (academic years 2022/2023,
2023/2024), and Software Engineering (academic year 2022/2023).

Supervised Students
I co-supervised one undergraduate thesis during this thesis:

* Ismael Penacho Serhrouchni. B.S. in Computer Science (academic year
2023/2024). WiFiGhost: WiFi Audit Tool. Grade: To be evaluated.

Academic Service
I served as a reviewer in a total of three venues during this thesis:

* Jornadas Nacionales de Investigacion en Ciberseguridad (JNIC) (years 2021,
2022).

* ACM Digital Threats: Research and Practice (DTRAP) (year 2021).

And I was part of the Artifact Evaluation Committee for the IEEE Workshop on
Offensive Technologies (WOOT) (year 2021).

Research Projects
I also participated in different research projects during this thesis:

* IN-FAST: Procedures to increase cybersecurity and protection of transport
critical infrastructures (ref. IDI-20200146). Funding agency: Spanish Min-
istry of Economy Industry and Competitiveness (CDTI call 2019). Funding



CHAPTER 1 INTRODUCTION 18

quantity: 58982.56 €. Principal investigators: Prof. Javier Campos and
Prof. Ricardo J. Rodriguez. Dates: April 2020 to October 2021. Research
team: 4.

* Malware Indicators of compromise enhanced by Memory Forensic Analysis
(MIMFA) (ref. TED2021-131115A-100). Funding agency: Spanish Ministry
of Science and Innovation. Funding quantity: 129 835.00 €. Principal in-
vestigator: Prof. Ricardo J. Rodriguez. Dates: December 2022 to November
2024. Research team: 6.

* EINA UNIZAR Cybersecurity Strategic Project (ref. OTRI-2023/2038). Fund-
ing agency: Spanish National Cybersecurity Institute (INCIBE). Funding
quantity: 865 126.56 €. Principal investigator: Prof. Ricardo J. Rodriguez.
Dates: October 2023 to December 2025. Research team: 12.

* CyberCamp UNIZAR (ref. OTRI-2023/2040). Funding agency: Spanish Na-
tional Cybersecurity Institute (INCIBE). Funding quantity: 242 786.47 €.
Principal investigator: Prof. Ricardo J. Rodriguez. Dates: November 2023
to December 2025. Research team: 7.



Chapter 2

Background

Cybersecurity incidents are a broad and extensive topic that affects to orga-
nizations on a daily basis. Incident response, equally broad, includes various
techniques and methodologies to ensure that the organization has the capacity to
address these incidents. This chapter defines the concepts that will be discussed
throughout the rest of this dissertation.

21 Incident Response

A cybersecurity incident is described as an unexpected event that either compro-
mises the confidentiality, integrity, or availability of information and its systems,
or violates security policies [11]. When a cybersecurity incident occurs, a team
of investigators begins to determine the causes of the incident. The set of proce-
dures used is part of the Incident Response process. This process involves finding
out what happened and gathering information about the incident, asking the
well-known 6 W’s (what, who, why, how, when, and where), and ending with
a security incident report that includes lessons learned. The incident response
process is composed of different stages, as defined by NIST [2]: (1) preparation;
(2) detection and analysis; (3) containment, eradication, and recovery; and (4)
post-incident activity.

Preparation The preparation phase can be divided into two very different sub-
phases. The first subphase is the incident handling preparation, which establishes
a clear methodology within an organization to have the ability to respond to an
incident. This methodology includes establishing clear communications with law
enforcement or other incident response teams, acquiring and setting up incident
analysis hardware and software, having incident analysis resources such as docu-
mentation of installed software or network diagrams, and having access to clean
images of operating systems.

The second subphase is incident prevention, which involves securing systems,
services, and networks. Some common practices include keeping software up-to-
date, installing anti-malware software on systems, deploying Intrusion Detection

19
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and Prevention Systems(IDPSs) in the network, setting up demilitarized networks,
and configuring essential filters on firewalls, to name a few.

Detection and Analysis Incident detection is one of the most difficult tasks in
an organization with heterogeneous networks and assets. To attempt to detect
the occurrence of an incident, an organization can automatically analyze alerts
generated by IDPS, antivirus, and third-party monitoring services; and analyze
operating system and network logs to attempt to detect anomalous activity outside
of current security policies. Correlating alerts, logs, publicly available information,
and relevant people such as system administrator is key to detecting an incident.

Once an incident is detected, the next step is incident analysis. The team must
respond quickly to the incident to determine its scope, what vulnerability or
misconfiguration is being exploited, and what assets are being affected. One of
the fundamental techniques during this phase is computer and network forensics.
In this regard, NIST also provides guidance for integrating forensics techniques
into incident response [5].

Containment, Eradication, and Recovery Containment generally means shutting
down a system, quarantining it from the network, or disabling certain features of
some applications according to a pre-planned contingency strategy. The eradica-
tion and recovery phases are closely related because eradication may be necessary
to remove malware or disable compromised accounts, while recovery is necessary
to restore all compromised assets to a clean and normal operating state.

Post-Incident Activity Generally referred to as “lessons learned,” post-incident
activities require a thorough investigation of the reasons why the incident occurred
and the development of a plan to prevent similar incidents in the future.

2.2 Memory Forensics

Digital forensics is performed during the analysis phase of a security incident
response process on compromised system hard drives or memory of the compro-
mised system. The latter case, known as memory forensics, involves dumping the
memory into a file and analyzing it with the appropriate tools.

Although we normally have both options, there are situations where access to
the physical drives is difficult to achieve (for example, in cloud computing).
In addition, current storage capacity in disk devices makes analyzing memory
contents (on the order of gigabytes) a more affordable task than analyzing disk
contents (on the order of terabytes), as well as making the initial triage easier.
More importantly, the memory can contain volatile information that does not
exist on disk (such as open network connections), or more advanced threats such
as fileless malware.

Memory forensics is typically performed by capturing the current state of the
system’s memory and dumping it into disk as a snapshot file. This file is also
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known as a memory dump. A memory dump can then be taken offsite to be
analyzed with specialized software to search for facts about the security incident.

A memory dump is full of data that can be analyzed. Each element that can be
analyzed is called a memory artifact. A memory dump contains a snapshot of
running processes, as well as other system information such as logged in users,
open files, or open network connections at the time the dump was taken. In
addition, because the memory used by object resources is usually not zeroed out
when they are freed, the memory dump also contains this type of data [12]. Thus,
any memory artifact can be retrieved from a memory dump, either by using the
appropriate internal OS structures to iterate through the data contents, or by using
a pattern search in the full dump. Note that the memory state may be inconsistent
when acquired from a live system, since the system itself evolves over time and
system objects may be created or destroyed during the acquisition process. To
assess the reliability of analysis results, the use of the temporal dimension in
memory forensics has also been proposed [13].

One of the problems with relying solely on memory forensics is that some memory
artifacts may be out of memory due to the effect of paging. Memory is usually
divided into memory pages, and the operating system may decide that some
memory pages no longer need to be kept in memory (for example, because a
memory page has not been accessed in a long time) and page them to disk for
later loading into to memory when needed [14].

2.2a Volatility Framework

The Volatility framework (Volatility for short) was released in 2007 at the BlackHat
DC conference (originally called Volatools) [15] as a result of years of published
academic research in advanced memory analysis and forensics. Since then, Volatil-
ity has become a de facto standard for analyzing memory dumps in computer
forensics. Volatility is an open source project released under the GNU GPLv2 and
is currently maintained by The Volatility Foundation, a non-profit organization
dedicated to promoting open source memory forensics.

Volatility supports the analysis of memory dumps from Windows, Linux, and Mac
OS, in both 32-bit and 64-bit environments. Implemented in Python, the Volatility
framework provides a memory forensics analyst with an open collection of tools
to extract digital artifacts from these memory dumps. On February 2020, The
Volatility Foundation released Volatility3 under the Volatility Software License
v1.0, a Python 3 rewrite of the framework from the ground up.

In addition to the tools already distributed with Volatility, it provides a rich,
scriptable API for developers to implement their own plugins or even extend the
functionality of the official tools. In addition, every year The Volatility Foundation
organizes a competition to add new features to the framework. Some examples
of community contributions in recent years are ProcessFuzzyHash [16], which
computes approximate matching hashes over Windows processes; PyREBox [17],
which adds introspection to a virtual machine on top of QEMU using Volatility;
Hollowfind [ 18], which detects various types of process hollowing techniques;
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or ShimCacheMem [19], which parses the Windows Application Compatibility
Database from memory dumps.

2.3 Malware

One of the most common security incidents today is the presence of software
designed specifically for malicious purposes (known as malicious software or
malware). Malware is typically used by an adversary to automatically apply some
common attack tactics, such as persistence, privilege escalation, command and
control communication, and data exfiltration. MITRE ATT&CK collects a compre-
hensive taxonomy and description of all known tactics employed by adversaries
and malware today [20].

In terms of the malware life cycle, malware consists of several stages that are
similar to the stages of an Advanced Persistent Threat (APT) [21]: first, it enters
into the target computer to compromise it (via drive-by downloads, spear phishing,
or other social engineering techniques, for instance). The malware then becomes
persistent on the system, i.e., it uses a persistence strategy to ensure that it
will persist on the system after a reboot. Finally, the malware carries out its
nefarious purposes. The persistence stage of the malware is mainly motivated
by the cybercriminal’s motto “the longer the system is infected, the higher the
revenue.”

2.4 Network Protocols

Network protocols consist of a complex set of rules that specify communication
between entities, usually described by a protocol specification. This specification
primarily describes the different types of messages and their structure, known
in protocol inference as vocabulary, and the workflows that describe the valid
sequence of vocabulary messages, known as grammar [22].

The vocabulary that defines message structures depends on the specific protocol
and can range from simple (for instance, information is placed in key-value pairs)
to complex. An example of the latter is the (binary-based) AMQP protocol, where
information is delimited by constructors that contain information about the data
type, the length of the data, and the actual data that can be defined by other
constructors. In the protocol inference domain, the grammar is usually represented
by a finite-state machine that considers not only the current state, but also the
incoming input (in this case, a message). Examples of grammar representations
are deterministic/non-deterministic finite automata, Mealy machines, or hidden
Markov chains, to name a few [23].

Network protocols fall into two general groups. The first group is text-based
protocols, whose vocabulary is described by human-readable messages often
encoded in ASCII. Some examples of this type of protocols at the application
layer of today’s Internet are SMTP and HTTP. The second group is binary-based
protocols, such as DNS and SSH, where the protocol messages are encoded in
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binary data and do not have a human-readable transcription. Regardless of the
type, a common element is the sequence of bytes that specifies the type of the
message and lets the server know how it is structured, known as keyword. The
position of the keyword in a message is relatively fixed and does not vary much
between messages of the same protocol [24].

2.41 Network Protocol Analysis

The process of obtaining information about an unknown network protocol is
called protocol reverse engineering and is carried out in three phases or steps [23],
[25]:

(i) observation, which consists of collecting a set of traces thanks to the obser-
vation of a communication channel;

(i) preprocessing, which consists of sanitizing the traces to reconstruct the
messages in an appropriate way and group them in classes, finding which
parts of a message are suitable for the identification of its type; and

(iii) inference, which is typically carried out in two ways: inference of the message
format (to identify the structure of the message) and the grammatical infer-
ence of the protocol (to reconstruct the rules that describe the exchanges
of messages).

Protocol inference is divided into two general approaches. On the one hand,
static analysis analyzes all the messages contained in the network traffic captures.
This type of analysis has the advantage that it does not require any modification
of the entity’s environment during execution, simply sniffing the traffic on the
network. Historically, the foundation of the field of protocol inference began
with the use of bioinformatics sequence alignment algorithms to compare all
the different messages in the traffic capture [26]. Although useful, the network
protocol must work in plain text, so encrypting, compressing, and obfuscating
data unfortunately alters the quality of the analysis results.

On the other hand, dynamic analysis modifies the entity’s environment to include
a dynamic analysis framework to analyze how the entity parses buffers. The main
common feature of technologies using this approach is that they all trace executed
system calls and assembly instructions, using techniques such as Dynamic Binary
Instrumentation [27] or QEMU emulation [28], to name a few. This approach
has been shown to be more accurate than static analysis, even in the presence of
encryption, since at some point in the life of messages they must be in clear text
to be parsed [29] (known as the rootkit paradox [30]). However, its drawback is
that it requires a modification of the entity’s environment, which is not always
possible (for example in legacy or critical systems).
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Context

Information is described as one of the most valuable resources in the digital
age [31]. Cybercriminals are also aware of this fact and are therefore interested
in collecting information, either to obtain valuable assets to trade in the dark
market or to obtain advantages against their targets (as is the case of companies
with bad practices or state-sponsored hacking groups). As McAffee points out [32],
external actors are responsible for the increasing percentage of data theft observed
due to breaches, which increased from 57 % in 2015 to 61 % in 2018.

Computers and networks within organizations are a common target for various
types of attacks, ranging from denial of service to phishing [33], [34]. As attacks
become more sophisticated, defenses must also keep up. As such, firewalls, de-
militarized zone networks, or intrusion detection systems, among others, are
techniques that are widely deployed in corporate networks as a primary layer of
defense against attacks [35].

Unfortunately, cybercriminals are free to collect as much information as possible
and exfiltrate all collected data to their servers when these countermeasures fail.
The concept of exfiltration comes from the military domain. In the context of
cybersecurity, data exfiltration refers to the unauthorized transfer of information
from an information system [36]. Data exfiltration per se does not necessarily
indicate any advanced techniques, as a simple outgoing HTTP connection from
a compromised email server would essentially accomplish this task. However,
some solutions have been proposed to prevent this type of bad behavior, such
as Data Loss Prevention (DLP) systems that aim to detect when data leaves the
organization’s network [37]. For example, a DLP system can be configured to
search for credit card numbers on a company private network, blocking network
traffic appropriately if they are detected.

Consequently, adversaries use techniques such as covert channels to avoid detec-
tion. A covert channel, first described by [38], is any communication channel
that can be exploited by a process to transfer information in a way that violates
the system’s security policy [39]. Historically, there is a distinction of the type of
covert channels according to how they are used to exfiltrate information [40]:
(1) storage covert channels, which use values written/read in transmitted objects
(e.g., unused header fields); and (2) timing covert channels, which use the timing
of transmitted objects to modulate the information in some way (e.g., a delayed
packet means 1 bit, while a timely packet means O bit).

Similarly, adversaries can use well-established (storage) covert channels in the
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Internet protocol suite to bypass protections, as they are generally permitted
on corporate networks. To name a few examples, adversaries can exfiltrate in-
formation through the application-layer Domain Name System (DNS) protocol
embedding data in the domain name being queried [41], through the network-
layer ICMP protocol embedding data in the binary data transmitted by the echo
and echo reply messages [42], or through the application-layer NTP protocol
embedding data in timestamp fields.

The task of preventing incidents during the preparation phase of an incident
response is key to minimizing the number of incidents in an organization [2].
Data exfiltration, included in the MITRE ATT&CK [43], is a well-known tactic
used by adversarial actors to gather critical information. Another relevant tactic
is protocol tunneling [44], which consists of encapsulating one protocol within
another to avoid network filtering.

Internet of Things

Data exfiltration primarily relies on network protocols for unauthorized data trans-
fers from information systems. In addition to well-established Internet protocols
(such as DNS, ICMB or NTB among others), adversaries can use newer protocols
such as Internet of Things (IoT) protocols to inadvertently exfiltrate data. These
IoT protocols are specifically designed to meet the limitations of IoT devices
and networks, where minimal bandwidth usage and low power consumption are
desirable.

IoT networks typically use a variety of protocols specifically designed to meet the
requirements of resource-constrained devices on which they depend, in addition
to the common protocols in the Internet protocol suite. 10T is described as the
integration of various sensors, objects, and smart nodes capable of communicating
with each other without any human intervention [45]. IoT devices can generally
be divided into actuators and sensors [46]. An IoT sensor collects information
which is then transmitted to a control center to make decisions based on this
information and then trigger some kind of physical intervention, which is carried
out by an IoT actuator.

IoT devices are generally deployed on isolated and even geographically distant
networks thanks to low-power wide area networks, which allow access to devices
from thousands of kilometers away [47]. In addition to IoT devices, an IoT
network needs an IoT gateway to communicate over the Internet and, in some
configurations, with an IoT cloud provider [48]. An IoT gateway is responsible for
collecting sensor data, translating between different IoT protocols, and processing
data before sending it to an external network, such as the IoT cloud provider’s
network. In some network configurations, an IoT gateway can also support cellular
network technology for communication (for instance, 5G connection), and run
on batteries in the event of a power outrage. An example of an IoT protocol
generally supported by IoT gateways is MQTT 3.1.1, which allows us to connect
to AWS IoT Core, Google Cloud IoT Core, and Microsoft Azure IoT Hub cloud
providers. The latter cloud provider also supports AMQP 1.0 as an IoT protocol.
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While traditional covert channels (that is, relying on protocols from the Internet
protocol stack) for data exfiltration are well founded [49], [50], there is very
little literature examining covert channels in IoT networks [51]-[53]. Recently,
the study in [54] analyzes covert channels in the new MQTT 5.0 protocol. Fur-
thermore, to the best of our knowledge, there is no comprehensive comparison
of different IoT network protocols for data exfiltration.



Chapter 3

Comparative Analysis of loT Protocols for
Data Exfiltration

In this chapter, we identify and review the adequacy of IoT protocols for exfiltrat-
ing data. Specifically, we study Constrained Application Protocol (CoAP) v1.0,
Message Queuing Telemetry Transport (MQTT) v3.1.1 and v5.0, and Advanced
Message Queuing Protocol (AMQP) v1.0. CoAP is a web transfer protocol for use
with restricted nodes and networks, specially designed for machine-to-machine
(M2M) applications such as smart energy and building automation [55]. MQTT is
a a lightweight, open, simple, client-server publish/subscribe messaging transport
protocol designed to be easy to implement. These features make it ideal for use in
many situations, including constrained environments such as communication in
M2M and IoT contexts where a small code footprint is required and/or network
bandwidth is a rare commodity [56]. The Advanced Message Queuing Proto-
col (AMQP) is an open Internet protocol for business messaging that defines a
binary wire-level protocol for the reliable exchange of messages between two
parties [57].

To fill the gap in the literature, we compare these protocols based on the overhead
and the payload available for exfiltrating data of each message. For each protocol,
we review its specification and calculate the overhead and available space to
exfiltrate data in each protocol message, only relying in storage covert channels.
In addition, we compare the time to exfiltrate different data sizes to highlight
those types of message that are theoretically valid, but unfeasible in practice.

31 Comparison Description

To compare them qualitatively, we focus on three characteristics of the protocols:
message type, which specifies the action to be performed. Each type is made up of
payload (how much data a protocol can carry in a single message) and overhead
(each byte sent that does not represent exfiltrated data); transport, which can be
a connectionless transport layer, such as UDB or a connection-oriented protocol,
such as TCP; and error detection, which indicates if the protocol counts with any
checksum redundancy to detect and correct errors in the received data.

28
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In our approach, the overhead is not just the required message type headers, but
we also consider the overhead that each field type introduces. For instance, AMQP
string type has a specific constructor to indicate that the following bytes should
be interpreted as a string plus its size. This construction means that to exfiltrate
4096 bytes of information, we introduce a 5-byte overhead, corresponding to one
byte to indicate that the following is a Unicode UTF-8 string with length of up to
232 — 1 bytes and the actual length value of the string, which must be a 4-byte
value. Hence, to exfiltrate a 4096-byte payload, we need to send 4101 bytes.

Regarding payload size, it can be refined in theoretical and practical payload
size. Due to physical and implementation constraints (practical), real world
scenarios may require sizes smaller than the sizes defined in a protocol standard
(theoretical), which may have certain fields with unlimited size. For simplicity of
comparison, in this chapter we assume ideal scenarios, i.e., we only consider the
theoretical payload size.

To compare them quantitatively, we calculate for each protocol the number of
messages to be sent, assuming a data transmission of 1 MiB. In addition, we
consider two types of adversaries: a stealthy adversary, who tries to adapt outgoing
messages to commonly used sizes; and a rough adversary, who maximizes the
possible payload for each messages.

Regarding IoT protocols, recall that an IoT gateway allows an IoT device to
connect over the Internet. Typically, enterprise networks connect the IoT gateway
to the network of the cloud service provider, responsible for long-term storage
and data analysis. Common protocols offered by IoT cloud service providers are
MQTT version 3.1.1 (recently updated to version 5.0), AMQP version 1.0, and
CoAP version 1.0. As an adversary can route any data through these protocols
directly to the Internet, all of them are considered in this work. Next, we first
explain these protocols, and then we highlight the messages that can be used
to exfiltrate data, considering all messages types as defined in each protocol
specification.

3.2 loT Protocol Messages for Data Exfiltration

In what follows, we describe each IoT protocol and show the relevant charac-
teristics of each type of message. We adhere to each protocol specification to
name its message types. Message types are typically named depending on the
action that is taken. For instance, CoAP calls them methods, MQTT control packets,
and AMQP performatives. For each type, we calculate the maximum available
payload following a valid message structure. We only rely on message fields
whose meaning is user-defined (e.g., tokens) and do not have a well-defined
meaning in the specification (e.g., the CoAP Response Code, whose value of 4 .00
means a Bad Request).
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3.21 Constrained Application Protocol (COAP)

CoAP is an application layer transfer protocol used with network nodes with
restricted capabilities [55]. This protocol follows a request/response scheme
(very similar to the HTTP interaction model), where resources are accessed
through a URI interface thanks to certain actions on them (called methods). Each
protocol message consists of mandatory fields such as Version or Message ID; and
optional fields such as Token, which are used to match a response to a request;
several Option fields, similar to HTTP request headers; and a Payload. The CoAP
reserved port number is 5683.

The GET and DELETE methods allow data to be sent in the queried URI thanks to
the Uri-Path Option. Although both methods do not contain a CoAP Payload, the
data can also be extracted via other Option fields. In this protocol, the stealthy
adversary has several combinations.

Let us explain how the message bytes useful for exfiltrating data are calculated
using these methods. First, 1 byte is needed to specify Version (2 bits), Type (2
bits), and Token Length (4 bits). The Token Length field establishes the length
of the next Token field (1000, or 8bytes as the maximum value). The next byte
indicates the CoAP method, in the form of c.dd, where c is represented by the 3
most significant bits and dd by the remaining 5 bits. In this case, the Code field
can be .01 (GET method) or 6.04 (DELETE method). The next 2 bytes indicate
the Message ID field, which is the first field useful for exfiltrating data, since it
does not have a predefined value and is specified by the user. Following a similar
reasoning, the next 8 bytes indicate a Token to correlate requests and responses,
but can also be used to exfiltrate data. After the Token field, we can use a total of 5
Option fields. Each Option is constructed with 1 byte, divided into Option Delta
(the most significant 4 bits) and Option Length (the remaining 4 bits). Option
Delta indicates the Option type and Option Length its size (in bytes). Both
Option fields follow the same structure. When its value is equal to 13, it indicates
that the next byte is in fact the real value. When it is 14, it indicates that the
actual value is in the next two bytes. The value 15 in Option Length is reserved
for internal use only, but in Option Delta it is reserved for the Payload Marker.
Using this type of construction, an additional 2 bytes are required for each Option
used to exfiltrate data. In this case, we have used 5 Uri-Path and Uri-Query
options, 4 of them in the maximum size (255 useful bytes) plus another one of
238 bytes. In total we have an exfiltration payload of 1268 bytes to keep the
CoAP message below the IPv6 minimum link MTU of 1280 bytes'.

Following this structure, we have obtained 1268 bytes of payload for a stealthy
adversary with 12 bytes of overhead, resulting in an overhead of 0.94 %. Similarly,
the rough adversary can use 2 bytes in the Message ID field, 8 bytes in the
Token field, and add different Uri-Path and Uri-Query options until the payload
reaches the maximum of 64 995 bytes, corresponding to the sum of 254 options
of 255 bytes each plus another of 215 bytes.

!The CoAP specification does not enforce an MTU [55]. Instead, when a Path MTU is unknown,
the specification recommends assuming an IP MTU of 1280 octets, corresponding to the minimum
packet size that must be supported by all nodes in an IPv6 network [58].
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Other methods such as POST and PUT allow data to be carried in the body of the
message, which also allows data exfiltration. In particular, a body message can
contain a CoAP Payload after option fields, using a exff byte as an indicator of
the start of the payload. Therefore, the stealthy adversary can exfiltrate up to
1273 bytes per message (and thus keep the message size below the IPv6 minimum
link MTU) thanks to 2 bytes in the Message ID field, 8 bytes in the Token field,
255 bytes in the (required) Uri-Path option and 1008 bytes in the payload itself,
while 2 bytes are used to encode the value of application/octet-stream in
the Content-Type option. In contrast, the rough adversary can exfiltrate 65 500
bytes in the payload, corresponding to 255 bytes in the Uri-Path option and
65 235 in the payload itself.

3.2.2 Message Queuing Telemetry Transport (MQTT)

MQTT is also an application layer protocol, but implements a publish/subscribe-
based messaging transport protocol instead [56]. The latest version of MQTT
(version 5.0) introduces several additions, such as adding user properties to the
Variable Header field. For this protocol, we contemplate that the rough adversary
uses these newer properties of MQTT 5.0, while the stealthy adversary is restricted
to the older, stable MQTT version 3.1.1 (in which the Variable Header field lacks
user properties) as version 5 is not currently supported by IoT cloud providers.
The MQTT reserved port number is 1883.

CONNECT is the first control packet sent from the client to the server to open a
connection. This message contains a variable header, where the Protocol Name
field is set to MQTT and its payload is a unique ClientID field, encoded in a
23-byte UTE-8 string as maximum length. The stealthy adversary can use this
maximum length to exfiltrate data, while the rough adversary can use other
user properties (such as Authentication Method, Authentication Data, and
various User Property), increasing the useful payload size to 255.99 MiB (thus
keeping the MQTT message below the maximum MQTT message size, which
is 268 435455 bytes). The MQTT specification does not enforce a maximum
occurrence of User Property fields, regardless of the message type. Therefore,
they can be used multiple times until the maximum MQTT message size is reached.

In response to a CONNECT control packet, the server sends the CONNACK control

packet. This message contains a variable header, in which Connect Reason Code

is set to zero and there is no payload. Hence, CONNACK is not suitable for the

stealthy adversary. In contrast, the rough adversary can use up to 255.99 MiB,

considering other properties such as Reason String, various User Property,

Response Information,Server Reference,Authentication Method,and Authentication
Data.

The application messages are sent in PUBLISH control packets, which have a
variable header with the Topic Name property encoded as a UTF-8 string of
maximum 65 535 bytes, the 2-byte integer field of Packet Identifier, and the
payload of the message, which can be up to a theoretical value of 268 435 456
bytes (approximately 256 MiB). The stealthy adversary can limit the payload size
to the length of an IP packet minus the headers (that is, 65 232 bytes of payload)
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and limit the use of 255 bytes for the Topic Name field. On the contrary, the
rough adversary can use the maximum values of both fields to obtain close to
256 MiB.

The MQTT protocol also supports Quality of Service (QoS) with the PUBACK (QoS
1), PUBREC, PUBREL, and PUBCOMP (QoS 2) control packets. All these messages
follow the same structure: a Packet Identifier field followed by a Reason Code
field, which indicates the result of an operation (e.g., value exeoe for success)
and no payload. In this case, the stealthy adversary can exfiltrate only 2 bytes in
the Packet Identifier field, while the rough adversary can use a payload of up to
255.99 MiB via the Reason String and various User Property properties.

The SUBSCRIBE control packet is sent from the client to the server to indicate
a subscription. The variable header of this message has a Packet Identifier field,
which is a 2-byte integer, and a pair of Topic Filter field as payload, which is
a UTF-8 encoded string of up to 65535 bytes and a Subscription Options field,
which is one byte in size. Likewise, the UNSUBSCRIBE control packet is sent to
unsubscribe from topics. This message is also made up of the Packet Identifier
field and the Topic Filter field, which in this case describes the list of topic filters
from which the client wishes to unsubscribe. With these messages, the stealthy
adversary can use the Packet Identifier and the Topic Filter fields to exfiltrate up to
257 bytes, while the rough adversary can use the full size of the Topic Filter field
plus various User Property fields, raising the payload to a value of 255.99 MiB.

The server responds to the SUBSCRIBE control packet sent by the client with a
SUBACK control packet, confirming receipt and processing of the subscription.
Also, the UNSUBACK control packet is sent in response to the UNSUBSCRIBE control
packet. Both acknowledge message have a variable header that has the field
Packet Identifier, while the message payload contains a list of Reason Codes
values (one byte each) corresponding to all possible subscription topics in the
SUBSCRIBE control packet. A stealthy adversary can exfiltrate 2 bytes per message
using the Packet Identifier field, whereas the rough adversary can exfiltrate up to
255.99 MiB using the Reason String and User Property properties.

PINGREQ and PINGRESP are ping-like control packets sent from a client to check
if the server is up. These messages, though, are not suitable for exfiltrating data
as they do not have variable header or payload fields.

The DISCONNECT control packet is the last MQTT control packet sent from the
client or the server, and specifies the reason for closing the network connection
in the Disconnect Reason Code field (1 byte long), without any payload field. As
with the CONNACK control packet, the stealthy adversary cannot use it while the
rough adversary can exfiltrate up to 255.99 MiB by means of the Reason String,
various User Property, and Server Reference properties.

The last message is the AUTH control packet, which is sent as part of an extended
authentication exchange (such as challenge/response authentication). Similar
to the DISCONNECT control packet, the variable header of this message has a
Authenticate Reason Code property (1 byte long), without any payload field.
As before, it is not suitable to be used by the stealthy adversary, whereas the
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rough adversary can exfiltrate up to 255.99 MiB thanks to the Authentication
Method, Authentication Data, Reason String, and various User Property
properties.

3.2.3 Advanced Message Queuing Protocol (AMQP)

AMQP is an application layer protocol for message-oriented middleware software
infrastructures [57]. It is a peer-to-peer protocol at the binary wire level to
transport messages between two processes over a network. An AMQP encoded
data stream comprises bytes of unknown type with embedded constructors, which
indicate how the bytes should be interpreted (i.e., its type is defined within the
data). AMQP is a complex protocol that has more than 24 native data types
(such as string or boolean), plus 19 specific definitions built on these native
data types. Since binary encoding is not ideal for representing types, the type
notation in AMQP follows an XML schema. The AMQP reserved port number
is 5672. AMQP is a complex protocol and its library implementations have a
large footprint, so they are generally used by devices whose resources are not
constrained, such as IoT gateways.

AMQP messages comprise a Frame Header field of a fixed-length 8-byte structure
preceding each frame, a variable-length Frame Header field for future extensions
of the protocol, and a variable-length Frame Body field containing a byte sequence,
the format of which depends on the type of frame. Each type of AMQP message
corresponds to an AMQP action (called performative). In this case, we consider
that the stealthy adversary only uses the mandatory fields of each performative,
while the rough adversary uses all possible fields.

The Open performative negotiates the connection parameters. The stealthy adver-
sary can use the container-id field to exfiltrate up to 4096 bytes (we consider the
Linux PATH_MAX size” as the upper limit for string types), while the rough adversary
can use also the hostname, outgoing-locales, incoming-locales, offered-capabilities,
desired-capabilities, properties fields in addition to container-id to exfiltrate up to
4 GiB. Each of these fields can hold up to 4 GiB except the properties field, which
can contain up to 8 GiB, resulting in a total of 32 GiB. Unfortunately, this number
is bounded by the upper bound of the Open list descriptor, which is 4 GiB. This
limitation also applies to all other AMQP performatives.

The Begin performative begins a session on a channel. In this case, the stealthy
adversary can use a 12-byte payload, spread over 4 bytes of each of the next-
outgoing-id, incoming-window, and outgoing-windows fields. In contrast, the rough
adversary can maximize the payload to be up to 4 GiB using offered-capabilities,
desired-capabilities, and properties fields.

The Attach performative binds a link to a session. The stealthy adversary can
use a payload of 4100 bytes, distributed as 4096 bytes in the name field plus
4 bytes in the handle field. As before, the rough adversary can maximize the
length of data exfiltrated up to 4 GiB by using name, unsettled, offered-capabilities,

2See https://github.com/torvalds/linux/blob/master/include/uapi/linux/limits.h (visited on
February 25, 2024).
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desired-capabilities, and properties fields plus the use of the string type with the
source and target fields, which use wildcard data types (*), expressing that they
can contain any type of data.

The Flow performative updates the flow state for the specified link. This per-
formative allows the stealthy adversary to exfiltrate 12 bytes, distributed over
4 bytes in each of the incoming-window, next-outgoing-id, and outgoing-window
fields. In contrast, the rough adversary can maximize the length of exfiltrated
data to 4 GiB thanks to the properties field.

The Transfer performative sends messages through a link. In this case, the
stealthy adversary can use a 4-byte payload via the handle field, while the rough
adversary can again get 4 GiB for exfiltrating data by relying on the state field
and using any data as the wildcard type that support that size. Furthermore, both
adversaries can also use the message payload for their data exfiltration purposes.
The stealthy adversary can add up to 65471 bytes to reach the maximum IP
packet length (65 535 bytes). In contrast, the rough adversary can also use it to
transfer up to 4 GiB of data more.

The Disposition performative informs the remote peer of local changes in
delivery states. In this case, the stealthy adversary can use a 4-byte payload in the
first field, while the rough adversary, as before, can maximize the payload up to
4 GiB thanks to the state field with any other type of data that supports that size.

As for the message sent to end the connections, there are three performatives. The
Detach performative detaches the link endpoint from a previously established
session. With this performative, the stealthy adversary can use only a 4-byte
payload in the handle field, while the rough adversary can exfiltrate up to 4 GiB
just using the error field. The End performative indicates that the session has
ended, while the Close performative indicates that the sender will not send any
more frames on that connection. Both performatives have no required fields and
therefore they are not eligible candidates for the stealthy adversary. In contrast,
the rough adversary can still rely on the error field, exfiltrating up to 4 GiB data.

3.3 Discussion

Regarding qualitative analysis, CoAP relies on UDP as the transport layer because
it consumes less resources on the devices, unlike MQTT and AMQEP which are
based on TCP. None of the protocols considered in this chapter performs any type
of integrity verification to detect transmission errors, relying exclusively on the
error detection mechanisms provided by the transport layers (both UDP and TCP
have a checksum field of 16 bytes).

Regarding quantitative analysis, Table 3.1 summarizes the results of both ad-
versaries. For each message, we show the total message size (that is, payload
plus overhead), the percentage of overhead relative to the total size, and the
number of messages required to encapsulate 1 MiB of data. For each protocol,
we highlight in the table the most suitable message type for data exfiltration, that
is, the one with the fewest messages and the least overhead. As expected, we
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can see that the best message to exfiltrate data for each protocol is the message
designed to transport information between communication nodes. Specifically,
POST and PUT for CoAP, PUBLISH for MQTT, and Transfer for AMQP

Comparing between protocols, AMQP and MQTT stand out for rough adversaries,
since they only need one message of any type to fully exfiltrate 1 MiB of data
(except PINGREQ/PINQRESP). Based on the number of messages, CoAP is the most
stable protocol since the number of messages required varies less, regardless of
the type of message. For a stealthy adversary, MQTT needs on average twice as
many messages compared to AMQP because PUBACK/PUBREC/PUBREL/PUBCOMP
and SUBACK/UNSUBACK can only exfiltrate 5 bytes per message. Still, the MQTT
PUBLISH control packet is the best message of all protocols, requiring fewer
messages and with an overhead of only 6 bytes for a stealthy adversary and 7
bytes for a rough adversary.

In terms of overhead, CoAP introduces the minimum overhead among all the
packages studied. For a stealthy adversary, MQTT introduces a third less over-
head (on average) compared to AMQP. However, when the data to be exfiltrated
increases, AMQP’s binary encoding provides more size-optimized results for a
rough adversary, producing 32 bytes of overhead on average, with only 20 bytes
of overhead at best (Transfer performative) and 49 bytes of overhead in the
worst case (Flow performative).



Table 34 Exfiltration of 1048 576 Bytes (1 MiB) by loT protocol. Message size is expressed in bytes.

Stealthy Adversary Rough Adversary

Message Size Overhead # Messages | Message Size Overhead # Messages
CoAP
GET/DELETE 1280 0.94 % 827 65507 0.74 % 17
POST/PUT 1280 0.55 % 820 65507 0.01 % 17
MQTT (version 3.1.1) (version 5.0)
CONNECT 37 37.84 % 45591 1048635 0.01 % 1
CONNACK - - - 1048 628 <0.01 % 1
PUBLISH 65495 0.01 % 17 1048583 < 0.01 % 1
PUBACK/PUBREC/PUBREL/PUBCOMP 5 60 % 524288 1048627 <0.01 % 1
SUBSCRIBE 263 2.28 % 4081 1048626 < 0.01 % 1
UNSUBSCRIBE 262 1.91 % 4081 1048 625 < 0.01 % 1
SUBACK/UNSUBACK 5 60 % 524288 1048627 <0.01 % 1
PINGREQ/PINGRESP - - - - - -
DISCONNECT - - - 1048627 < 0.01 % 1
AUTH - - - 1048627 < 0.01 % 1
AMQP
Open 4121 0.61 % 256 1048601 < 0.01 % 1
Begin 30 60 % 87382 1048 606 <0.01 % 1
Attach 4126 0.63 % 256 1048 602 < 0.01 % 1
Flow 30 60 % 87382 1048 625 < 0.01 % 1
Transfer 65495 0.03 % 17 1048596 < 0.01 % 1
Disposition 20 80.00 % 262144 1048 605 < 0.01 % 1
Detach 19 78.95 % 262144 1048615 < 0.01 % 1
End - - - 1048613 <0.01 % 1
Close - - - 1048613 <0.01 % 1
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Chapter 4

Evaluation of 1oT Protocols for Data
Exfiltration

In this chapter, we first introduce CHITON, a software tool for encapsulating
information in the IoT protocol messages discussed in Chapter 3. As a side
product of our research, we also extend the open source Scapy project [59] to
support the AMQP protocol. We then model the adversary scenario used later in
our experiments and finally discuss the experimental results.

41 The Chiton Software Tool

In the context of this research, we have developed a software artifact, dubbed
CHITON, to empirically evaluate data exfiltration on IoT protocols. This tool allows
the user to encapsulate arbitrary data in messages of the IoT protocols explained
in Chapter 3. In the interest of open science, we have released CHITON as open
source under the GNU GPLv3 license [60].

CHITON is developed in the Python programming language to support multiple
platforms. In particular, our tool relies on Scapy [59], which is a well-established
and mature packet manipulation Python library that allows the user to manipulate
network packets and automatically convert them to/from packet objects to their
(on-wire) byte representation very simply. Scapy provides support for some IoT
protocols, such as CoAP and MQTT. However, the AMQP protocol is not supported.
In addition, and as required by CHITON, we also added a new functionality in
Scapy to support the AMQP protocol.

In addition to being a (standalone) tool, CHITON is also provided as a software
library, making it easy to integrate into other tools and analysis workflows. Our
tool follows a client/server architecture: the network host that wants to extract
data acts as a client, while the network host that receives it acts as a server. Before
data exfiltration occurs, both hosts have to agree (in some way) on which protocol
and which protocol message will be used.
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4.2 Adversary Model

As far as we know, the use of IoT protocols for data exfiltration is not a common
practice in cybercrime today. However, the prevalence of IoT devices in organiza-
tional networks increases the attack surface and can cause this to change in a
short time. For example, the recent T-Mobile breach occurred when an attacker
gained access to a GPRS gateway that was allegedly misconfigured and exposed to
the Internet, allowing the attacker to eventually switch to the LAN [61]. A similar
issue may occur in organizational networks in which IoT devices are placed.

As an example of a network, we consider a typical business network segregated
into two subnets, a corporate IoT network made up of heterogeneous devices,
such as IoT devices and workstations connected to an IoT gateway, and the IoT
cloud network, responsible for long-term storage and data analysis. Regarding the
adversary model, we consider an adversary with basic capabilities (basic adver-
sary), such as a script kiddie [62] who aims to maximize the payload exfiltrated
in each message and use IoT protocols trying to stay undetected. In this adverse
scenario, there is at least one compromised workstation within the corporate
network. For example, a script kiddie would be an adversary who gains access to
a workstation by spear phishing credentials.

An adversary will choose IoT traffic over traditional TCP/IP traffic (such as SMTP
DNS, or HTTB among others) in an attempt to avoid heavily monitored networks.
Furthermore, I0oT protocols may be the only alternative for external communi-
cation in IoT networks. The use of IoT protocols also has some limitations, as
the adversary limits their attack to those organizations that have IoT networks
in place. In addition, constrained IoT devices can overheat if data exfiltration is
prolonged in time, which can cause hardware failures that generate alarms in
the attacked organization, thus making it easier to discover the presence of the
adversary.

We consider that this adversary does not have privileged access on any of the
compromised devices within the corporate IoT network, so only ports greater
than 1024 are available to communicate. Note that ports below 1024 are reserved
for the system and cannot be used without privileged permissions. This restriction
clearly limits the data exfiltration technique to be used because the adversary
would have to act as a client, restricting the protocol messages available for
tunneling. For example, while a DNS request (client) has a payload of up to
245 bytes, a DNS response (server) can contain up to the theoretical limit of
65 156 bytes. This is the reason for the (asymmetric) limitation of the upstream
bandwidth when extracting data through the traditional [63] protocols.

4.3 Experiments

Our goal is to empirically measure how long the data exfiltration takes using
the IoT protocols presented in Chapter 3. The data size ranges from 1 KiB to
100000 KiB to assess how well each IoT protocol performs when the data size is
increased.
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Since the nature of the data file is irrelevant, we generate a random file of the
maximum payload length (100 MiB) and divide it into chunks of the desired size.
To verify the integrity of transmitted data, we compute the SHA256 hash of each
chunk on the client and server sides and compare them. In all of our experiments,
the matching of the calculated hashes was successful.

Transmission time is measured on the server side, as the server is responsible
for receiving the exfiltrated data. Each message is identified during transmission
thanks to a message counter: the first message has the value 1 and the last one
has the value 0. Therefore, the start time is taken when the first message arrives,
while the end time is taken when the last message arrives. Consequently, the
elapsed time is calculated subtracting these times. Note that network latency plays
a very important role in this type of measurement. To overcome this, we repeat
the experiments ten times at different times during a day and then calculate the
average.

We simulate the aforementioned basic adversary model by interconnecting two
network devices through the Internet: one host (the client) is located in the
network of the Universidad de Zaragoza, while the other host (the server) is
located in the home office of the main author of this chapter. The distance
between them is 14 hops, measured by the traceroute tool, and the average
latency is 21.546 ms, measured by the ping utility. The client device runs a
Raspbian Buster on top of a Raspberry Pi 3 Model B, which plays the role of
a compromised constrained workstation. This device has a 1.2 GHz Broadcom
BCM2837 processor, 1 GB of LPDDR2 RAM (900 MHz), and a 100Base-T Ethernet
connection. The server device is a personal computer (PC), which plays the role
of malicious server that receives the exfiltrated data. This computer runs Ubuntu
20.04 on an 4.60 GHz Intel i7-8700 processor, 16 GB of DDR4 RAM (2400 MHz),
and a 1000Base-TX Ethernet connection with a RTL8111 chipset.

In this scenario, the Raspberry runs a client instance of CHITON and is responsible
for exfiltrating all data, while the PC runs the server instance of CHITON to receive
the exfiltrated data over the network. We assume that the adversary previously
obtained access to the workstation and was able to install the CHITON client. The
PC is also capturing the network traces with tcpdump for debugging purposes.
Regarding the protocol messages, we only consider the best messages to exfiltrate
data for each protocol, as shown in Table 3.1. We consider a message best suited for
exfiltrating data when it shows the highest payload/overhead ratio. In particular,
we select the POST and PUT methods (from CoAP), the PUBLISH control packet
(for MQTT), and the Transfer performative (for AMQP). A detailed explanation
of these messages is given in Chapter 3.

4.4, Discussion of Results

The experimental results using the best message size of CoAP, MQTT, and AMQP
protocols are plotted in Figure 4.1. Note that both the file size axis (in KiB) and
the transmission time axis (in milliseconds) are on logarithmic scale. As shown,
the transmission times of the MQTT and AMQP protocols are identical in all cases.
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On the contrary, there is a notable difference with regard to the transmission time
of the CoAP protocol. This difference can be motivated by three reasons:

1. In CoAP protocol, more messages are needed to send the same amount of data.
This implies a longer time overhead because the operating system, together
with the network controller, must deal with the underlying I/O network
operations more frequently.

2. The CoAP protocol runs over UDP unlike the MQTT and AMQP protocols. Note
that depending on the configuration of the intermediate network nodes,
packet traffic policies can be implemented to prioritize TCP over UDP
traffic. Therefore, intermediate nodes could deliberately delay UDP traffic.
Unfortunately, this problem cannot be mitigated by the basic adversary.

3. CoAP message size could be suboptimal. As stated in Chapter 3, despite
using the 1280-byte IP upper limit recommended by the standard CoAP
specification [55], this message size might not be the most appropriate
value for the network. While TCP implements a retransmission mechanism
for lost packets, an application that relies on UDP protocol needs to detect
packet loss at the end node and notify the source node to retransmit lost
packets appropriately. This packet loss could be due to many reasons, such
as network congestion, device computing performance, or wireless network
interference, to name a few. In the same way, nodes communicating in a
network could support larger packets before incurring packet loss, so the
optimal size of the CoAP message could be greater than the limit applied
in our experiments and therefore increase the efficiency of communication.

In general, TCP incurs network overhead to provide key features such as orderly
data transfer or retransmission of lost packets. In particular, TCP causes an over-
head in the establishment and termination of a connection due to the three-way
handshake and four-way handshake, respectively. This connection-oriented over-
head is negligible because this number of packets is much less than the actual
number of messages transmitted to exfiltrate the data.

Finally, let us note that we found no problem with the loss or disorder of UDP
data during our experiments. However, UDP is a best-effort transport layer, which
means that packets in transit are likely to get dropped or out of order for a myriad
of reasons. Therefore, the client would need to resend all the data in the event
of a single packet loss due to the client implementation of CHITON, drastically
increasing the exfiltration time. At the moment of this writing, CHITON detects
UDP packet loss or disorder, but does not have any packet replay mechanism. As
future work, our goal is to incorporate a replay packet mechanism in our tool to
overcome these issues.
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Figure 4.4 Exfiltration times of data of different file sizes (using the best message type of each
protocols).



Related Work

This chapter presents related work closely linked to our contributions. We have
divided the discussion into three parts: covert channels, data exfiltration, and
software tools for data exfiltration.

Covert Channels

Covert channels have been widely studied since they were firstly proposed by
Lampson [38] as a way of transmitting information between processes that are
not allowed to communicate. With the rise of interconnected computers, covert
channels quickly adapted to run over network protocols [40].

Rowland was the first to propose covert channels in optional fields of the TCP/IP
protocol suite, such as IP packet identification, TCP initial sequence number,
or TCP acknowledged sequence number [49]. With the update of the Internet
Protocol (IP) to version 6, the use of other fields such as IPv6 extension header
has also emerged [64]. A more detailed study can be found in [65], where 22
(storage) covert channels in IPv6 are analyzed.

Covert channels in a variety of protocols like HTTP(S), WLAN, VoIB SSH, FTB
NTEB to name a few, have also been explored in multiple works. The works in [50],
[66], and [67] survey network protocols, techniques, and countermeasures for
covert channels. Advanced covert channel have also been proposed, such as covert
channels in the physical layer of IEEE 802.3 10 Gigabit Ethernet [68] or covert
channels between virtualized systems in the cloud [69].

The tunneling protocol can be seen as a specific type of storage covert channel,
where one protocol is embedded within the payload of another protocol. The use
of covert channels as tunneling protocols was first proposed using the Internet
Control Message Protocol (ICMP) [70] and later using the Domain Name System
(DNS) protocol [ 71]. In this regard, the iodine tool [63] is one of the most mature,
studied, and widely-used tools for tunneling through DNS. Although tunneling
relies on storage covert channels, it tries to maximize throughput (performance)
rather than maintaining low-profile communication (that is, staying undetected
for as long as possible). In a more general perspective, other works study malware
communication through covert channels [72], [73].

Regarding covert channels in IoT protocols, a recent discussion on CoAP is pre-
sented by [53]. Covert channels in wireless sensor networks, modulating transmit
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power and sensor data, are explored in [74]. In [51], the use of different network
destination routes is proposed as timing covert channels. A classification of attack
patterns for IoT environments is presented in [75]. It is worth mentioning [52], a
survey combining steganography and covert channels in IoT. This work is recently
updated in [54], where the use of covert channels in MQTT 5.0 is studied.

Unlike these works, we provide a comprehensive theoretical study of IoT protocols
(specifically, COAR MQTT, and AMQP) from the point of view of data exfiltration.
Let us remark that this approach is not the same as the covert channel approach
because data exfiltration does not attempt to breach system security, rather
data exfiltration relies on already allowed communications to transfer sensitive
information.

Data Exfiltration

Most data exfiltration studies focus on air-gapped covert channels, that is, covert
channels specially tailored for bridging the gap of physically isolated systems.
In this regard, acoustic-based data exfiltration that relies on hard disk noise is
presented in [ 76]. Malware proofs of concept performing data exfiltration through
visual channels have also recently been proposed [77], [78]. The use of different
radio frequencies as a data exfiltration method has also been studied in [79].
More focused on IoT environments, the work in [80] presents an abuse of smart
lighting systems to exfiltrate data through the flickering of light bulbs. Finally, the
abuse of an iTunes library to exfiltrate data from paired iOS devices is presented
in [81].

Regarding data exfiltration detection, the work in [82] has recently proposed a
new model to detect low-throughput data exfiltration through DNS. Similarly,
a deep learning-based detection approach for keylogging and data exfiltration
attacks is introduced in [83]. Different machine learning models to evaluate their
detection rates for different IoT network traffic attack patterns are also used
in [84], where authors conclude that data exfiltration detection has the worst
metric of all types of attacks (in multiclass classification).

In addition to air-gapped data exfiltration works, we detect a gap in the literature
on the analysis and comparison of different protocols to exfiltrate data. To the
best of our knowledge, we are the first to thoroughly compare different IoT
protocols from a data exfiltration point of view and empirically evaluate their
performance when exfiltrating arbitrary data. Hence, our work complements all
the aforementioned works.

Software Tools for Data Exfiltration

We have searched for tools on GitHub to complete the vision found in the academic
literature. Most of the publicly available tools for data exfiltration are intended to
evaluate the implementation of Network Monitoring and Data Leakage Prevention
configurations. Two tools are the most relevant at the moment of this writing:
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(i) DET [85], which provides support for HTTB HTTPS, ICMBE DNS, SMTP/IMAR
FTB and SIP protocols; and (ii) PyExfil [86], which supports DNS, ICME NTB
BGB QUIC, Slack, POP3, FTB IB and HTTP/S protocols, as well as other physical
channels (e.g., audio). In addition, it also incorporates steganographic techniques.

We found four other relevant data exfiltration tools, but all of them are no longer
maintained and, at best, were last updated 2 years ago at the time of this writing.
IPv6teal defines a covert channel to exfiltrate data through the IPV6 header field
Flow label [87]. IPv6DNSExfil uses DNS AAAA records to create a command
and control channel [88]. Similarly, DNSExfiltrator encapsulates data via sub-
domain name requests to a domain controlled by an adversary [89]. By default,
this tool cuts information into 63-byte chunks (the maximum size of a DNS
label) up to a maximum domain of 255 bytes (the maximum length of a DNS
domain, including subtags). Finally, the dnsteal tools uses a method similar
to DNSExfiltrator to exfiltrate information [90]. The detection of this DNS
exfiltration technique was specifically addressed by [82].

Unlike these tools, CHITON is a modular software library designed to be easily
integrated into any other software project, making it easy to use for evaluation
and testing. This software library only encapsulates the binary data in protocol
messages and, if necessary, sends these messages over the network.



Discussion

The contribution of the work presented in this part is twofold. First, we pro-
vide a comprehensive theoretical study of IoT protocols from a data exfiltration
perspective. Second, we compare their performance in exfiltrating data in an
experimental scenario. In addition, we have developed a software tool called CHI-
TON that enables data exfiltration by encapsulating information in IoT protocol
messages. CHITON can be used to evaluate the security mechanisms in place in
enterprise networks to detect this type of data exfiltration.

To answer Research Question 1, our results show that both MQTT and AMQP
outperform CoAP. Additionally, MQTT and AMQP protocols are best suited for
exfiltrating data, as both are commonly used to connect to IoT cloud providers
through IoT gateways and are therefore more likely to be allowed in business
networks. Finally, we provide suggestions and recommendations for network
engineers to detect the use of IoT protocols as covert channels for data exfiltration.

Zero Trust Architecture (ZTA) Traditional networks have evolved to inverted net-
works where the perimeter itself has dissolved due to the proliferation of cloud
computing, mobile device use, and the IoT. This evolution has caused a paradigm
shift as traditionally, nation-state agencies and enterprise networks are (in general)
only focused on their perimeter defense and coarse-grained subject permissions.
As a result, one of the biggest challenges in these networks (and for nation-state
agencies in particular) has been unauthorized lateral movements within the
environment.

Zero trust architecture is an enterprise-architectural approach to prevent data
breaches and limit internal lateral movement [91]. Based on zero trust principles
(roughly speaking, principles of “never trust, always verify”), it is designed to
reduce the risk exposure of the enterprise in the new perimeter-less world. ZTA
entails securing the access to resources from any location and controlling it on a
need-to-know basis (strictly enforced). In addition, it forces the organizations to
inspect and log all traffic to audit whether their users are doing the right thing.

Stateful-based detection Stateful protocol analysis involves comparing prede-
termined profiles of benign (generally accepted) protocol states with observed
events to identify deviations. Some vendors use the term deep packet inspection
to denote some type of stateful protocol analysis, often combined with a firewall
ability to block any detected malicious communication. Henceforth, we use the
term stateful protocol analysis as it is more appropriate to refer to parsing of both
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network-based and host-based activities, whereas deep packet inspection refers
only to the network-based activity analysis.

Unlike anomaly-based detection, which uses host or network-specific profiles,
stateful protocol analysis relies on vendor-developed universal profiles that specify
how a protocol will behave. Therefore, it can identify unexpected sequences of
protocol commands, such as issuing a command multiple times or issuing a
command out of the correct order. These profiles are built upon protocol models,
which are based primarily on protocol definitions from software vendors and
standards entities.

Stateful detection systems are (advanced) intrusion detection and prevention
systems capable of understanding and tracking the network, transport, and appli-
cation protocols to get a sense of a global state [92]. These systems also include
reasonableness checks for individual commands, such as minimum and maximum
lengths for command arguments. For instance, when a command typically has
a username argument whose maximum length is 20 characters, an argument
of 1000 characters is suspect. Machine-learning approaches can also be used to
detect undesired communications.

However, this solution has some limitations. With regard to protocol models, many
standards do not fully explain the internal details of protocols, causing variations
between vendor implementations. Additionally, many vendors violate standards or
extend them with proprietary features, some of which may even replace standard
features. Also, full details on proprietary protocols are often unavailable, making a
complete and accurate analysis difficult. Since standard protocols are continually
reviewed and vendors modify their protocol implementations to accommodate
these changes, protocol models must also be updated to reflect them.

Regarding protocol analysis, the analysis task is a resource intensive task due to
the complexity of the analysis and the overhead involved in tracking status for
many simultaneous sessions. Moreover, attacks that do not violate acceptable
protocol behavior, such as taking many benign actions in a very short period of
time to cause a denial of service, are not detected. In addition to these problems,
particular versions of specific applications and operating systems within the
network may have different protocol implementations, which can be a major
restriction for analysis.
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Context

Many security incidents are caused by malware attacking and persisting as long as
possible on the compromised system within an organization. The techniques used
to persist in the system are called Auto-Start Extensibility Points (ASEPs) [93],
[94]. More formally, ASEPs refer to the subset application and Operating System
(OS) extensibility points that allow a program to auto-start without any explicit
interaction by the user. Note that these extensibility points are also used by legiti-
mate programs, such as system services or update agents, among other software.
Adversary persistence tactics are also covered in the MITRE ATT&CK [95].

Once a system has been compromised, to remain stealthy and undetected in
computer systems, malware may abuse the code signing technology. Code sign-
ing helps build trust in software by authenticating the software publisher and
ensuring code integrity by validating the digital signature shipped embedded in
the software [96].

Several operating systems rely on code signing to warn users about the potentially
harmful actions that software can perform. For instance, running a properly
signed application on Windows avoids any alert boxes informing the user about
the potential harmful consequences of running it. Under this premise, malware
developers use digital signatures to trick users into running their malware and thus
compromise their systems, thus subverting the trust in digitally signed software.

Although the use of digital signatures in malware is not a growing trend [97], [98],
there are documented cases of signed malware samples (such as Stuxnet [99],
Duqu, or Flame, to name a few). Malware developers use trusted certificates that
were compromised or issued directly to them to sign their software, as covered
by MITRE ATT&CK [100]. As the main defense against these threats, we rely
mainly on the process of revoking abused certificates carried out by certification
authorities (CAs).

To quickly stop suspicious processes in the early stages of analysis in an inci-
dent response process, a digital forensics analyst could apply memory forensics
techniques to analyze the information stored in memory, since the data to be
analyzed is less than that stored on disk. Similarly, a memory forensics analyst
can think about persistence and code signing to prioritize the list of processes to
analyze. However, a memory dump may not contain all relevant processes due to
paging [101], and running executables are not exact copies of their counterparts
on disk. In this part, we focus on Windows OS (or Windows, for short) since it
is still the most predominant target platform of malware attacks, according to
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recent statistics [102].



Chapter 5

Malware Detection through Persistence
Analysis

In this chapter, we propose a taxonomy of the Windows ASEPs, considering the
features that are used or abused by malware to achieve persistence. This taxon-
omy splits into four categories: system persistence mechanisms, program loader
abuse, application abuse, and system behavior abuse. We detail the characteristics
of each extensibility point (namely, write permissions, execution privileges, de-
tectability in memory forensics, freshness of system requirements, and execution
and configuration scopes). Many of these ASEPs rely on the Windows Registry.

We also introduce the tool WINESAP, a Volatility plugin that analyzes the registry-
based Windows ASEPs in a memory dump. Furthermore, we state the order
of execution of some of these registry-based extensibility points and evaluate
the effectiveness of our tool in memory dumps taken from a Windows where
extensibility points were used. WINESAP was successful in marking all the registry-
based Windows ASEPs as suspicious registry keys.

51 The Windows Registry

Windows relies on the The Windows Registry from Windows 3.1 onward. The The
Windows Registry is a hierarchical database that contains critical data for the nor-
mal operation of Windows and other applications, storing data regarding system
booting, system configuration, and (per-user) software configuration [103].

Internally, this database is divided into files called hives, which contain a registry
subtree. During system start-up, Windows maps these hives —stored on disk- into
the system memory as a tree-like structure (in particular, as binary trees). These
trees are further populated and assembled in the memory during system start-up,
thus making up the complete view of the Windows Registry [ 103]. Therefore, the
Windows Registry is an in-memory representation of the on-disk hives with little
differences which increase as more registry keys and values are added during
system run-time. Furthermore, some of the registry keys can be volatile keys, that
is, their information is stored only in the memory and is not preserved on disk
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when the corresponding registry hive is unloaded.

The root of each binary tree matches with one of the six predefined root keys of
the Windows Registry:

* Hive HKEY_LOCAL_MACHINE (HKLM): this volatile hive contains the config-
uration information settings related to the local computer (i.e., software
installed), as well as for the Windows itself. This hive is divided into differ-
ent subkeys, according to the information that they store: security, Windows
system setup, or software and Windows-user settings, among other things.

* Hive HKEY_CLASSES_ROOT (HKCR): this hive contains the associations of
file name extensions and COM class registration information, indicating the
applications used to handle these items. This registry key exists primarily for
backward compatibility with 16-bit Windows and merges the information
from HKEY_LOCAL_MACHINE\Software\Classes (default settings) with the
information from HKEY_CURRENT_USER\Software\Classes (current user
settings) [104]. Depending on the execution privileges of the application
and the status of the User Account Control, the COM run-time may ignore
the per-user COM configuration and access only the per-machine COM
configuration.

* Hive HKEY_CURRENT_CONFIG (HKCC): this hive stores information about
the hardware profile currently being used, and mainly exists for backward
compatibility. In fact, it is a pointer to the HKEY_LOCAL_MACHINE\SYSTEM
\CurrentControlSet\Hardware Profiles\Current registry key, provid-
ing quick access to it.

* Hive HKEY_PERFORMANCE_DATA (HKPD): this registry root key is related to
performance counters. In particular, it contains run-time and performance
data provided by the Windows kernel, drivers, apps, and services. All this
information is volatile.

* Hive HKEY_USERS (HKU): this hive contains a set of subkeys, each of which
corresponds to each of the user profile actively loaded in the machine. The
subkey names match the security identifiers of every user. The settings and
options for the currently-loaded user profile matches the currently signed-in
user, thus restricting access to other user settings.

* Hive HKEY_CURRENT_USER (HKCU): this hive stores configuration infor-
mation specific to the currently signed-in user’s profile, such as the disk
locations for user folders, control panel settings, and specific application
configuration settings [105]. In particular, this hive indicates the HKU sub-
key of the currently signed-in user. Roughly speaking, it can be seen as a
symbolic link to that subkey.

The Windows Registry has two configuration scopes, system and per-user. Sys-
tem hives are usually stored in %SystemRoot%\System32\Config, while user
profile hives (Ntuser.dat file) are stored under the $USERPROFILE% file
directory. When a new user account is created in the system, a file named
Ntuser.dat is also created and set up to represent his/her specific user con-
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figuration. This user configuration is later loaded during the system start-up
process. In the event of having two different configurations for the same element,
the system configuration prevails upon the user configuration.

The mapping process from on-disk hives into memory is part of the Windows
boot process, and occurs at four different times [103]: (1) during the early boot
process stage, to load boot drivers before loading the Windows kernel. Here,
the Winload process, which conducts the first part of the Windows boot process,
reads the on-disk HKLM\SYSTEM hive to determine which device drivers need
to be loaded to accomplish the boot and maps that hive into the memory; (2)
during the Windows kernel boot stage, to load all drivers and tune the system
according to its configuration. In this step, the Windows kernel populates the
in-memory HKLM\HARDWARE hive with the initial hardware tree data passed by
Winload; (3) during the user sign-in, to load the specific user configuration. This
step is performed by the configuration manager, which fleshes out the in-memory
Windows registry to include all its keys (in particular, loading on-disk HKLM\SAM,
HKLM\SAM, and HKLM\SOFTWARE hives); and (4) during programs start-up, to know
how the system is configured and then behave accordingly. Here, the interactive
Windows logon manager process (named Winlogon) reads the in-file hive from
the user profile currently signed in and maps it into HKCU.

514 Volatility and the Windows Registry

Volatility provides a set of functions to work with the in-memory representation
of the Windows Registry. These functions allow a developer to obtain the current
system configuration, return a registry key, enumerate registry subkeys, return a
specific value of a registry key, enumerate keys showing also their last written
date, and retrieve all keys in last modified order.

The current system configuration is retrieved through the CurrentControlSet
registry tree. It contains the current system configuration such as device drivers,
services, and kernel-/user-mode subsystem configuration settings. This registry
tree is in fact a symbolic link to one of the configuration copies maintained
by the Windows registry, located at the HKLM\SYSTEM\ControlSetoeoX registry
path (being X 1 or 2). Usually, ControlSeteo1 contains the control set used
in the last system booting, whereas ControlSetee2 contains the control set
used in the last system booting that was successful. Hence, if changes made to
CurrentControlSet end up with a Windows unable to boot properly, the last
configuration that allowed Windows to boot appropriately is still available in
ControlSetoeo2, and thus it allows Windows to roll back to a working state.

As explained before, there are some on-disk hives which are mapped into the
memory during Windows start-up. When working with Volatility and the Windows
Registry, we need first to specify the on-disk hive to analyze. For instance, we can
use SOFTWARE or SYSTEM as values to access to the in-memory HKLM\SOFTWARE or
HKLM\SYSTEM hives, respectively. Similarly, we can specify Ntuser.dat and a user
name to analyze the per-user configuration (that is, to retrieve his/her particular
HKU subkey). Recall that the name Ntuser.dat is the on-disk user profile hive,
stored in the USERPROFILE% file directory. When no user name is provided, the
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all-users configuration files are analyzed (i.e., the HKU root key is retrieved).

5.2 A Taxonomy of Windows Auto-Start Extensibility Points

In this section we provide a taxonomy of Windows ASEPs, as well as a detailed
explanation of each one.

Recall that an auto-start extensibility point is a place which allows a particular
program to run automatically in the system without any explicit user interaction.
For instance, programs such as system services or scheduled tasks are transparently
executed after system start-up, user logging, or the occurrence of certain trigger
events.

Windows ASEPs can be classified according to the specific OS features used
or abused by malicious programs to persist in the system. We have considered
four categories: system persistence mechanisms, program loader abuse, program
loader abuse, and system behavior abuse. For each category, we have distinguished
different extensibility points.

Some extensibility points are only writable by programs with enough privileges.
Furthermore, there are extensibility points that allow persistent programs to
execute with elevated privileges, while in others the permissions of the signed-in
user are inherited. The taxonomy that we propose is independent of the type (disk
or memory) of forensics analysis. All the Windows ASEPs considered here are
tracked down in a disk forensics analysis. However, some of these are undetected
in the memory forensics of the Windows Registry (that is, we cannot tell which
is the program being launched by that ASEP). Besides, it may happen that the
ASEPs indicated as detectable in memory forensics could eventually be mapped
out of the memory due to memory paging issues, and thus be undetected. As
shown in the seminal work on memory forensics and the Windows Registry by
Dolan-Gavitt [ 106], a large number of applications running in a system may cause
unused portions of the registry to be paged out to disk.

Some extensibility points can require the freshness of the system, i.e., the system
has to be rebooted or the user session has to be signed out and then signed in again
to launch the programs set in these extensibility points. We indicate the minimum
required freshness of the system for each technique (i.e., if an extensibility point
requires only the user session to be restarted, it is obvious that a system reboot
would have the same effect). The execution scope of an extensibility point is
system-wide if any program in the system can interact with the program defined
in that extensibility point. Otherwise, the execution scope is application-wide.
Finally, certain extensibility points have different configuration scope, since they
can be configured at system-level or at user-level, that is, they affect all the system
as a whole or the current (signed-in) user session, respectively.

Table 5.1 summarizes the taxonomy of Windows ASEPs presented in this chapter
and their characteristics. In the rest of this section, we describe each category and
explain the extensibility points that we consider, detailing also their characteristics.



Characteristics
Windows Write Execution Tracked downin Freshness of Execution Configuration
Auto-Start Extensibility Points permissions privileges memory forensics’ system scope scope
System persistence mechanisms
Run keys (HKLM root key) yes user yes user session  application system
Run keys (HKCU root key) no user yes user session  application user
Startup folder (%ALLUSERSPROFILE%) yes user no user session  application system
Startup folder (%APPDATA%) no user no user session  application user
Scheduled tasks yes any no not needed*  application system
Services yes system yes not needed*  application system
Program loader abuse
Image File Execution Options yes user yes not needed application system
Extension hijacking (HKLM root key) yes user yes not needed application system
Extension hijacking (HKCU root key) no user yes not needed application user
Shortcut manipulation no user no not needed  application user
COM hijacking (HKLM root key) yes any yes not needed system system
COM hijacking (HKCU root key) no user yes not needed system user
Shim databases yes any yes not needed application system
Application abuse
Trojanized system binaries yes any no not needed system system
Office add-ins yes user yes not needed application user
Browser helper objects yes user yes not needed  application system
System behavior abuse
Winlogon yes user yes user session  application system
DLL hijacking yes any no not needed system system
ApplInit DLLs yes any yes not needed system system
Active setup (HKML root key) yes user yes user session  application system
Active setup (HKCU root key) no user yes user session  application  application

T If the memory is paging to disk, it would not be possible to track down these ASEPs in memory forensics.

* Depends on the trigger conditions defined to launch the program.

Table 54 A taxonomy of Windows ASEPs and a summary of their characteristics.
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5.21 System Persistence Mechanisms

This category describes the well-known mechanisms provided by Windows to
run user programs, privileged tasks, or system services, among others programs.
In this category we have included the following extensibility points: run keys,
start-up folders, scheduled tasks, and services. We explain them in detail in the
following subsections.

Run Keys

The run keys are (almost certainly) the most well-known extensibility point.
These registry keys include the run keys, RunOnce, and RunOnceEx, which cause
programs to run every time that a new user signs in the system [107]. Unlike the
Run registry values, the RunOnce registry values are deleted by Windows once
the program starts (or optionally, when it finishes) its execution. Hence, malware
using the RunOnce registry key has two options to persist in the next system
start-up: either to write the registry value again during the program execution or
to return a failure upon finishing execution (this would work if the deletion of the
registry value was deferred until after the program execution). Lastly, RunOnceEx
clears its registry values on completion of the program and does not create a
separate process for each program defined in the registry key.

These run keys are located in the HKCU and the HKLM root registry keys (that
is, they have different configuration scopes), and particularly in the Software
\Microsoft\Windows\CurrentVersion (Run or RunOnce) registry paths.

Unlike the registry keys of the HKCU hive (user configuration scope), those created
in the HKLM hive need admin privileges (system configuration scope). The execu-
tion privileges of the programs are equal to the privileges of the signed-in user.
The content of these registry keys may be present in the memory, so they could be
detected in memory forensics. The programs under these registry keys require the
user to restart his/her session in order to execute, since they are launched every
time that the user signs in the system. The execution scope of this extensibility
point is limited to the application itself.

Startup Folder

This extensibility point refers to a special Windows folder in which every program
or application shortcut contained in the folder is launched during system start-up.

Like Run keys, this extensibility point has two different configuration scopes.
Each scope has a different root folder, but the same subpath is explored, namely
Microsoft\Windows\Start Menu\Programs\Startup. The programs or appli-
cation shortcuts in the path having ¥APPDATA% as a root folder are executed
when the user signs in the system, while those having $ALLUSERSPROFILE% as
a root folder are executed for all signed-in users. As before, the former folder
(user configuration scope) does not require any special privileges, while the latter
(system configuration scope) requires admin privileges to be written.

The execution privileges of these programs are equal to the privileges of the
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signed-in user. Since this extensibility point refers to a folder, the programs (or
application shortcuts) contained in the folder are only known during a disk
forensics analysis. However, note that in the case of a running program captured
in the memory dump, we may obtain its execution path and check if it matches
with the startup folder path (at the moment, our tool does not perform these
checks). Like the Run keys extensibility point, this persistent mechanism needs the
user session to have been signed out and then signed in again, and its execution
scope is limited to the application itself.

Scheduled Tasks

In Windows, a scheduled task is a program that executes periodically when certain
conditions are met (known as trigger conditions). These tasks are executed by the
Windows Task Scheduler [ 108], which is responsible for monitoring the system
to observe when the criteria chosen to initiate the tasks are met. Different trigger
conditions can be defined, such as launching a task at specific events, at a specific
time with different regularity (daily, weekly, monthly, or monthly day-of-week
schedule), when the system is booted, or when a user signs in.

For every scheduled task in the system, an XML file is placed in a folder inside the
path %SystemRoot%\System32\Tasks. The XML file describes the program to
execute (with arguments), the specific trigger conditions, and the security context
that will be provided for that task.

Admin privileges are required to register a new scheduled task into the system.
Regarding the execution privileges, a scheduled task runs at the privilege defined
by the task security context. Recall that the specific details of a scheduled task
are stored in an XML file on the disk. In the Windows Registry, however, only
the scheduled task names and checksum information are stored. Therefore, we
cannot know the scheduled tasks of a system through memory forensics. Unlike
the previous extensibility points, this ASEP does not require any freshness of the
system (unless system booting or user logging are set as conditions). Regarding
the execution and configuration scopes, its execution is limited to the application
itself, while it affects all the system.

Services

Windows services are background programs that have no user interaction. Fur-
thermore, like scheduled tasks, they can be triggered when certain conditions
are met. A service is usually devoted to a device driver software interface to
communicate with specific hardware, but there may also be services not related
to hardware communication. In Windows, any service must implement the in-
terface functions provided by the Service Control Manager component, which is
the Windows system process responsible for managing the start and the stop of
services [109].

Services are executed with admin privileges which are also needed to register a
new service in the system. The whole information regarding services is stored
in the Windows Registry. Hence, memory forensics may retrieve all registered



5.2. ATAXONOMY OF WINDOWS AUTO-START EXTENSIBILITY POINTS 57

services from a memory dump. Like scheduled tasks, this extensibility point does
not need freshness of the system (unless specified in the conditions). Its execution
scope is limited to the application itself, while its configuration affects all the
system.

5.2.2 Program Loader Abuse

These extensibility points rely on the techniques based on the abuse of the
Windows program loader process. This process can be abused to transparently
launch other programs when interacting with a user, without any notice to that
user. We have included in this category the following ASEPs: Image File Execution
Options, extension hijacking, shortcuts manipulation, COM hijacking, and Shim
databases.

Image File Execution Options

The Image File Execution Options (IFEO) is a Windows feature that allows a devel-
oper to launch certain programs directly under a software debugger [110]. The
feature relies on a registry key located at HKLM\SOFTWARE\Microsoft\Windows
NT\CurrentVersion\Image File Execution Options. To enable it, a new reg-
istry subkey with the same name as the application to be debugged must be set in
the registry path, as well as a registry value named Debugger having as data the
full path to the software debugger. Hence, the software debugger is automatically
launched when that application starts.

This feature can be abused since there is no verification as to whether the program
set as a software debugger is indeed a debugger [111]. For instance, if we want to
execute the Windows calculator program automatically every time that the Mozilla
Firefox browser is launched, we can set a registry subkey named firefox.exe
and the registry value Debugger="“C: \Windows \System32 \calc.exe”.

The enabling of this Windows feature (i.e., writing the registry keys) needs admin
privileges. The execution privileges are inherited from the user that launched
the program to be debugged. Since this feature relies on the Windows Registry,
it may be detected through memory forensics. This extensibility point does not
need freshness of the system. Its execution scope is limited to the application
itself, while its configuration affects all the system.

Extension Hijacking

The extension hijacking attack consists in changing the default program associated
with certain file extensions (for instance, .txt, .docx, .pdf, etc.) to another pro-
gram. Hence, the program is automatically launched when the user opens these
files. The associations of programs to file extensions are stored in the Windows
Registry, specifically in the subkeys of HKCU\Software\Classes\Applications
(user configuration scope) and in HKLM\Software\Classes\Applications (sys-
tem configuration scope).

Unlike changes at user level, a change at system level requires admin privileges.
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The launched program always has the execution privileges of the user. As before,
this extensibility point may be detected through memory forensics since it relies
on the Windows Registry. This extensibility point does not require freshness of
the system. Its execution scope is limited to the application itself.

Shortcuts Manipulation

The shortcuts manipulation attack consists in manipulating the shortcuts that the
user already has in the system (for instance, in the Desktop or in the quick launch
taskbar), changing the target application by adding another program. To do so,
the original application and the new program can be concatenated with the ¢;’
character. When Windows interprets the command, both programs are launched
in parallel.

This ASEP has a user configuration scope and thus admin privileges are not
needed to modify the shortcuts of the user. However, this extensibility point can
only be tracked down by a disk forensics analysis. It does not need freshness of
system. Its execution scope is also limited to the application itself.

COM Hijacking

The Microsoft Component Object Model (COM) is a subsystem that allows a
developer to create software components (such as dynamic link libraries, DLLs
for short) that can interact with others [112]. COM software is implemented as a
server/client framework, where the server process creates a COM server object
to communicate with clients, who implement an equivalent COM client object.
COM objects have a unique identification called class identifiers (CLSIDs), which
represent a unique system resource (for instance, the Windows My Computer
component has the CLSID value 20dosfeo-3aea-1069-a2d8-08002b30309d).

The COM identifiers are stored in two different root keys in the Windows Registry,
depending on the configuration scope: machine-wide COM objects are stored in
HKLM\Software\Classes\CLSID, while per-user COM objects are registered in
HKCU\Software\Classes\CLSID. Other CLSIDs may also exist in the HKCR\CLSID
registry key due to backward compatibility issues. Moreover, each CLSID has an
associated subkey in these registry paths named InProcServer32 which defines
the DLL implementing the COM server interface. The COM hijacking consists in
modifying the path of the associated DLL to other malicious DLLs. Hence, when
a program interacts with the hijacked COM object, the malicious DLL is loaded
in the address space of the program.

Recall that the registry keys of the HKCU hive (user configuration scope) do
not require privileges to be modified, unlike those of the HKLM hive (system
configuration scope). Execution privileges are inherited from the user (per-user
COM objects) or from the application that loads the hijacked machine-wide COM
object. This extensibility point can be tracked down by memory forensics and
does not need any freshness of the system to take place. Note that the execution
scope is the system, since the hijacked COM object can interact with any other
program.
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Shim Databases

Shim databases are designed to apply patches to a specific binary program prior
to its execution [113], [114]. Prior to the program execution, the Windows loader
checks if there is any patch required for the program. If so, it applies the patch
before executing the program. Shim databases are stored on disk in a path having
as root folder C:\Windows\AppPatch. The subfolder that contains the databases
depends on the underlying architecture, Custom (32-bit) or Custom64 (64-bit).

There are two ways to register a new shim database: using the sdbinst.exe Windows
utility or directly manipulating the Windows Registry. The latter involves arti-
ficially recreating the work of the Windows utility creating two registry keys in the
HKLM\SOFTWARE\Microsoft\Windows NT\CurrentVersion\AppCompatFlags\ reg-
istry path. First, a new registry key must be created in the InstalledSDB sub-
key, containing a global unique identifier and a registry value with the name
DatabasePath and the path to the specific database file as data. Another registry
key must then be added in the Custom subkey with the name of the affected
program, a registry value with the name ValueName and the database filename

as data.

Recall that any registry modification of the HKLM hive requires admin permissions.
Similarly, write permissions are needed to add files to the system root directory.
The execution privileges are inherited from the patched program. Although the
extensibility point can be seen in memory forensics, the patch code resides on
disk and thus it cannot be tracked down. Freshness of the system is not needed,
and the execution scope is limited to the patched application. In contrast, its
configuration scope is the whole system.

5.2.3 Application Abuse

Some popular legitimate programs have the capability to extend their features
thanks to plugins extensions. This category describes the extensions of legitimate
programs that are abused to persist in the system. In this category we have
included the following ASEPs: trojanized system binaries, Office add-ins, and
browser helper objects. We explain them in detail in the following subsections.

Trojanized System Binaries

A trojanized system binary attack consists in modifying a legitimate, system binary
program that is patched to load another unintended program. System DLLs are
a common target of these attacks, since DLLs are automatically loaded into the
memory address space of any process that has dependencies on them.

This attack usually modifies the legitimate DLL by inserting new assembly code in
an empty zone and then changing the entry point of the DLL to the zone. The new
assembly code usually saves the state of all registers, loads the malicious program
(normally as a malicious DLL), and then restores the state of the registers to
continue normal execution of the legitimate DLL.

To succeed in this attack, admin privileges are required since a system binary
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program is being modified. The execution privileges of the trojanized binary will
be inherited from the program that loads such a trojanized binary. Since DLLs
are loaded into the memory address space of processes that have dependencies
on them, a trojanized DLL can be captured in a memory dump if it is running at
the time of the memory snapshot. However, this ASEP cannot be directly tracked
down in memory forensics. This extensibility point does not require any freshness
of the system. Its execution and configuration scopes are the whole system, since
any program in the system depending on the trojanized DLL would launch it on
execution.

Office Add-ins

The Office add-ins allow a user to extend the features of Microsoft Office applica-
tions and interact with content in Office documents. From Office 2013 onward,
these add-ins are similar to a web application, that is, they consist of a static
HTML and a piece of Office-compliant JavaScript code. These web components
are run in the context of a browser in a sandbox [115].

In contrast, previous implementations of Office add-ins were based on Visual
Basic, Visual Studio, and COM add-ins. These add-ins involve binary code that
runs directly on top of the user’s system. The binary code of these Office add-ins is
usually in the form of a DLL file, stored in the %ProgramFiles%\Microsoft
Office\[OfficeVersion]\Addins\[ProgID] file path. They act similarly to
COM components: in addition to the COM registration (see Section 5.2.2), an
Office add-in also needs to create a subkey in the HKCU\Software\Microsoft
\Office\[OfficeApp]\Addins\[ProgID] registry path to register itself as an
Office application. Moreover, it also needs to create another registry value to
specify if the add-in is loaded on every Office start-up, when requested by the
user, or only once on the next Office start-up.

The installation of Office add-ins needs admin privileges to be written into the
%ProgramFiles% folder. The execution privileges are inherited from the Office
application (that is, from the user who launched it). We can only retrieve the
name of the COM component and its configuration during memory forensics.
This extensibility point does not require freshness of the system. Its execution
scope is limited to the Office application that loads the add-in, while it has a
per-user configuration scope.

Browser Helper Objects

Browser Helper Objects (BHO) are DLL files that work as plugins for the Internet
Explorer browser (up to Internet Explorer 11). A BHO needs to register itself as
a COM server, setting its CLSID in HKLM\SOFTWARE\Windows\CurrentVersion
\Explorer\Browser Helper Objects[116]. Atstart-up, Internet Explorerloads
all the registered BHOs after which the extensions can start to interact freely with
the browser.

Recall that admin privileges are needed to write the text hive. As before, the
execution privileges are inherited from the Internet Explorer application (that
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is, from the user who launched it). Since its installation relies on the Windows
Registry, this extensibility point may be tracked down in memory forensics. It
does not need any freshness of the system and its execution scope is limited to
the Internet Explorer application itself, while its configuration scope is the whole
system.

5.2.4 System Behavior Abuse

The extensibility points under this category take advantage of the Windows
features to launch programs. In this category, we have included Winlogon, DLL
hijacking, AppInitsDLLs, and Active Setup.

Winlogon

As explained in Section 5.1, Winlogon is the last process in reading the on-disk
hives when loading the specific user settings. Apart from this, Winlogon can also
be configured to launch certain programs every time that a user signs into the
system. This behavior is configured in the HKLM\SOFTWARE\Microsoft\Windows
NT\CurrentVersion\Winlogon registry path. Furthermore, a DLL can be imple-
mented as a Winlogon notification package and thus receive event notifications
from Winlogon directly, just setting registry values in the registry path appropri-
ately [117].

Usually, the system program specified to be launched by Winlogon is userinit.exe.
This is maintained in a registry key value (text). Winlogon also provides another
registry key value, Shell, in which by default the Windows desktop and file
manager is set (explorer.exe).

Note that both registry values are editable by users with enough privileges and
thus the programs launched by Winlogon can be modified. The programs inherit
execution privileges from the signed-in user. Since this extensibility point relies
on a registry key, it can be tracked down by memory forensics. In this case, it
also needs a system reboot (or at least a user session sign out and then sign in
again) to initiate. The execution scope is limited to the application itself, while
the configuration scope is the whole system.

DLL Hijacking

explorer.exe consist in abusing the DLL search order done by Windows [118].
The search for resolving DLL dependencies follows this order by default: (i) first,
Windows searches the DLL in the working directory (i.e., the directory from which
the application was loaded); (ii) if not found, the system directory (normally,
C:\Windows\System32) is checked; (iii) likewise, if not found the 16-bit system
directory is inspected (normally, the C:\Windows\System folder); (iv) then, the
Windows directory is reviewed (i.e., the environment variable ¥WinDir%); (v) if
not found either, the current directory is examined; (vi) and lastly, the directories
defined in the PATH environment variable are iterated and checked.

A legitimate DLL in any of these folders can be substituted with a malicious one.
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Thus, such a malicious DLL will be loaded every time that a program has any
dependency on the substituted legitimate DLL.

This extensibility point may require write privileges, depending on where the
legitimate DLL being substituted is located. Although memory forensics can detect
hijacked DLLs (for instance, checking the path of every loaded module in every
process captured in the memory dump), we consider this persistence technique
as untracked since it is not based on any registry key. Execution privileges are
inherited from the application which loads the hijacked DLL. Furthermore, it does
not require any freshness of the system. Note that the execution scope and the
configuration may also be the system, since the hijacked DLL can be loaded by
any program within the system.

Applnit DLLs

Applnit DLLs is a Windows feature that allows any DLL to be loaded into the
address space of every application with a user interface —that is, any application
that loads user32.d11. Hence, this feature can be abused by a malicious DLL to
ensure that it is loaded with every interactive application.

This feature resides in the HKLM\SOFTWARE\Microsoft\Windows NT\CurrentVersion
\Windows\AppInit_DLLs registry key. Here there is a registry value LoadAp-
pInit_DLLs that contains the full paths of the DLLs to be loaded. Let us remark

that this feature is disabled from Windows 8 onward if the secure boot feature is
enabled [119].

This extensibility point requires admin privileges, while execution permissions are
inherited from the application which loads those DLL specified in the extensibility
point. This ASEP may be detected in memory forensics, since it relies on the
Windows Registry. Like the previous ASEB it does not need any system boot or
restart of the user session to take place. Regarding the execution and configuration
scope, it affects the whole system in both cases.

Active Setup

Active Setup is another Windows feature that enables programs to be launched
when a user signs in the system [120]. This extensibility point can be configured
at system or at per-user level, depending on the root registry key used (HKLM
and HKCU, respectively) in the subpath SOFTWARE\Microsoft\Active Setup
\Installed Components.

A new registry key must be created in these registry paths to enable this feature,
having an Active Setup identifier (specifically, a global unique identifier) as
a registry key. Two registry string-typed values must also be created, Version
and StubPath. The data of the latter registry value indicates the program to
be launched. Let us remark that in the case of having the same global unique
identifier in both StubPath and HKCU hives, then the Version data values are
compared. If that in HKCU is less than that in HKLM, then the program indicated
in the HKLM hive is launched while the program indicated in the HKCU hive is
ignored.
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Recall that admin privileges are required to write to the HKLM hive, unlike the
HKCU hive. The programs specified in this ASEP have the same privileges as the
signed-in user. Like the previous ASEB it may be detected in memory forensics
since it relies on the registry. Regarding the freshness of the system, it needs at
least the user session to be signed out and then signed in again. Its execution
scope is limited to the application itself.

5.3 Evaluation of Winesap

In this section, we first describe our tool WINESAP. Then we evaluate the execution
order of some registry-based Windows ASEPs and the effectiveness of our tool to
detect Windows AESPs in memory dumps.

5.31 Description of Winesap

The tool WINESAP is implemented as a Python plugin on top of Volatility, con-
sidering the particularities explained in Section 5.1.1. It is specially designed to
track down the previously described Windows ASEPs that rely on the Windows
Registry. Our tool has been released under the GNU GPLv3 license and is freely
available at https://github.com/reverseame/winesap.

The tool works as follows: first, it obtains all possible detectable registry-based
Windows ASEPs in a memory dump. It then determines whether the detected
extensibility points are being abused by malware. In this regard, the tool performs
different checks, depending on the data type contained in the register key value
under analysis.

A registry key value can store different data types, such as binary data (type text),
numeric data (type REG_DWORD or REG_QWORD), or unknown encoded data (type
REG_NONE), among others. When data is stored as binary or unknown, WINESAP
tries to parse the content data as a PE header. If it successes, it raises a warning
message indicating that a suspicious program was detected. When data is stored
as string data (types REG_SZ, REG_EXPAND_SZ, or REG_LINK), the tool assumes
that the string refers to a path to an executable file. Hence, the tool analyzes
the string and marks as suspicious those paths that contain any reference to
the folders %APPDATA% (i.e., C:\Users\[username]\AppData\Roaming), $TMP%
or $TEMP% (i.e., C:\Users\[username]\AppData\Local\Temp), or the common
parent folder AppData.

Additionally, the tool also marks as suspicious any string command that contains
operations regarding NTFS Alternate Data Streams (ADS) [121] or well-known
shell commands that indirectly launch programs [122], [123].

Forinstance, the command rundl132.exe shell32.d11,ShellExecute_RunDLL
[filename] will load the system library shell132.d11 and will execute the func-
tion ShellExecute_RunDLL with the parameter filename. As a result, the filename
starts to execute. This indirect execution is commonly used by malware and other
post-exploitation APT agents (such as CobalStrike).
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5.3.2 Experiments and Discussion

As a test environment, we have used a VMware Workstation 14 hypervisor with a
freshly installed Microsoft Windows 7 SP1 x64 logged into a user account with
administrator privileges. When these experiments were conducted, Windows 7
was still being maintained and widely deployed on corporate computers. The use
of a 64-bit virtualized system allows us to check the detection of ASEPs in both a
64-bit system and in a SysWow64 subsystem (32-bit programs running on top of
a 64-bit system).

We have created a Python script for each of the Windows ASEPs described in this
chapter. These scripts make a copy of a binary file in a randomly created folder
in the ¥APPDATA% path and then make sure that the binary persist in the system
using a particular extensiblity point. As binary files for experimentation, we used
autoplay.dll or the system library autoplay.dl1l, depending on which kind of
binary file was launched by the extensibility point. Furthermore, we executed
those scripts with admin privileges to guarantee a successful installation in every
extensibility point, regardless of its write permissions. These scripts are also
provided in the repository of the tool for the sake of reproducible research.

As a first experiment, we used the scripts to populate every registry-based Windows
ASEP in the virtual machine, aiming at empirically evaluating the execution order
of the ASEPs when a user signs in the system for the first time. In this regard, every
extensibility point has launched a test program designed to collect its unique
process identifier (PID) and the creation timestamp. Our results indicate PIDs
are sequentially assigned at Windows booting and the execution order obtained
was as follows:

1. Winlogon (Userinit registry key value)
2. Winlogon (Shell registry key value)
3. Run keys (HKLM root key; RunOnceEx subkey)
4. Run keys (HKCU root key; RunOnceEx subkey)
5. Run keys (HKLM root key; RunOnce subkey)
6. Active Setup (HKLM root key)
7. Active Setup (HKCU root key)
8. Startup folder (%ALLUSERSPROFILE%)
9. Startup folder (%APPDATA%)
10. Run keys (HKCU root key; Run subkey)
11. Run keys (HKLM root key; Run subkey)
12. Run keys (HKCU root key; RunOnce subkey)

As a second experiment, we tested every Windows ASEP individually. The virtual
machine was halted and its memory was retrieved after each script execution,
obtaining a VMWare .vmenm file. Then the memory dump was examined with
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WINESAP. Finally, the virtual machine was reverted to a clean state to execute
the next script.

Discussion of results and limitations

Our tool succeeded in retrieving all the Windows ASEPs introduced in this chapter
which are detected in memory forensics (that is, those that rely on the Windows
Registry), regardless of their configuration scope. Each of these extensibility points
was also marked as suspicious, since the programs indicated by the extensibility
point matched some of the aforementioned suspiciousness conditions. An example
of the output of the tool is shown in Listing 5.1.

Listing 5.1 Winesap example output.

WARNING:

Suspicious path file

HKLM\Software\Microsoft\Windows NT\CurrentVersion\Image File
Execution Options\firefox.exe

Debugger: REG_SZ: C:\Users\me\AppData\Roaming\Yztrpxpt\cmd.exe

WARNING:

Suspicious path file

HKLM\Software\Wow6432Node\Microsoft\Windows NT\CurrentVersion\
Windows

AppInit_DLLs: REG_SZ: C:\Users\me\AppData\Roaming\Uxkgoeaoqgbf\
autoplay.dll

Note that some Windows ASEPs included in the taxonomy do not rely on the
Windows Registry. Therefore, WINESAP cannot check the original ASEPs which
triggered the execution of some programs. However, we can still perform some
actions to overcome this problem. For instance, Startup folder and Shortcut manip-
ulation ASEPs are symbolic links pointing to other programs. These symbolic files
are stored on disk, and hence only detectable in disk forensics. Nevertheless, if we
perform a file carving in the memory dump, we may obtain resource files recently
freed by the OS and check if those resources match with symbolic link files whose
paths point to the startup folder or whose value has been manipulated.

Similarly, the scheduled tasks only store the task name and checksum data in the
Windows Registry. Other data is defined in XML files, located in the system root
folder. Hence, a file carving approach may also be useful in this case to obtain
those XML files from the memory dump and then parse the information.

Likewise, trojanized system binaries, DLL hijacking, and Office add-ins need a
traditional memory forensics analysis focused on the running processes captured
in the memory snapshot. Once a suspicious process is located, its current directory
can be retrieved by means of Windows internal structures and then checked to
see if it matches with some of these Windows ASEPs.
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Contributions

The contribution of this chapter is two-fold: (i) we provide a taxonomy of ASEPs
of Windows, defining four different categories: system persistence mechanisms,
program loader abuse, application abuse, and system behavior abuse. Every cate-
gory is further divided into different persistence techniques, detailing also their
characteristics; (ii) we introduce the tool WINESAP, which extends the Volatil-
ity framework and allows a memory forensic analyst to detect the presence of
unknown and rare programs in registry-based ASEPs. Regarding evaluation, we
have first empirically tested the order of execution of the registry-based Windows
ASEPs that launch programs with every signed-in user. Then, we have evaluated
the effectiveness of our tool for detecting the presence of Windows ASEPs in
different memory dumps from a virtual machine. WINESAP succeeds in detecting
all registry-based Windows ASEPs, marking them as suspicious registry keys.

5.4, Related Work

The term Auto-Start Extensibility Points was first introduced in [93] to describe
the software mechanisms that allow programs to auto-start on Windows start up
without explicit user invocation. In that work, four categories were itemized: (1)
ASEPs that start new processes; (2) ASEPs that hook system processes; (3) ASEPs
that load drivers; and (4) ASEPs that hook multiple processes. Besides, two types
of ASEP hooking were also distinguished: as a standalone application that is
automatically launched by Windows (usually due to registry keys in the Windows
Register); or an extension of existing programs that are either automatically
run (for instance, by the process Winlogon) or commonly launched by users
(for instance, Internet browsers). In this chapter, we have introduced a more
complete view of Windows ASEPs according to the system features used/abused
by malware to persist in the system. Furthermore, we have also indicated the
different characteristics of each of these extensibility points.

Various works in the literature have studied the methods used by malware to
persist in a Windows system. For instance, the authors in [124] studied the
behavior of spyware that used the BHO extension of Internet Explorer to monitor
the browsing behavior of a user. Spyware is a type of malicious software designed
to gather data from a system and forward it to a third party, without the consent or
knowledge of the user. Similarly, the works in [94], [125]-[127] have summarized
most of the Windows ASEPs found during malware analysis.

However, to the best of our knowledge, we are the first to propose a taxonomy of
Windows ASEPs, focusing on their internal details and characteristics.

As regards ASEPs-related tools, most of the works described tools related to
spyware. For instance, the authors in [93] introduced Gatekeeper, which monitors
the ASEPs described in that work and complements the traditional signature-
based approach to detecting spyware behavior. Similarly, the tool STARS was
proposed in [128] to remove ASEPs used by spyware that is able to protect itself
against deletion.
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A tool close to ours is Autoruns [129], another Volatility plugin aimed at finding
out where malware persists. First, it analyzes the dump locating different ASEPs,
and then it tries to match those ASEPs with the running process in the memory
dump. Although our tool looks for more ASEPs, currently it does not cross check
with processes as Autoruns does. We aim to adopt this good strategy in WINESAP
as future work.

Finally, it is worth mentioning the well-known tool Autoruns for Windows [130],
from the Sysinternal’s suite. This tool allows a user to check the full set of Windows
AESPs in a live and running computer. Our tool WINESAP works in a similar fashion,
but analyzing a memory dump instead of a live system. Hence, our tool can help
a memory forensics analyst during the triage phase to detect the presence of
unknown and rare programs in those ASEPs, thus giving the analyst good insights
into suspicious programs.



Chapter 6

Process Allowlist of Sighed Executables

Intuitively, a forensic analyst can think of code signing as a preliminary step to
prioritize the list of suspicious processes that need further analysis. The rationale
for this thought is correct, but unfortunately is not very fruitful when inspecting
a memory dump: a process is an inaccurate representation of the executable
files' in memory, since parts of the binary code may be paged out of memory or
may change at acquisition time [131]. Furthermore, software defenses such as
address space layout randomization [132], [ 133] or position-independent code
may change the memory references of certain binary code instructions. But, to
what extent can these issues negatively affect the signature computation? Is there
any other issues affecting it? Are there any ways to overcome these problems?

In this chapter, we investigate the limitations that memory forensics imposes to
the digital signature verification process of Windows PE signed files obtained from
a memory dump. These limitations are data incompleteness, data changes caused
by relocation, catalog-signed files, and executable file and process inconsistencies.
We also discuss solutions to these limitations. Moreover, we have developed a
Volatility plugin named SIGCHECK that recovers executable files from a memory
dump and computes its digital signature (if feasible). We tested it on Windows 7
x86 and x64 memory dumps. Our experiments showed that the success rate is
low, especially when the memory is acquired from a system that has been running
for a long time.

61 Microsoft Authenticode

Microsoft Authenticode is the code-signing standard used by Windows to digitally
sign files that adopt the Windows portable executable (PE) format [134], which
includes executables (files with extension .exe), dynamically loaded libraries
(.d11), and drivers (.sys), among other files.

Based on Public-Key Cryptography Standard (PKCS)#7 [135] and X.509 version
3 certificates (code-signing certificates issued by certificate authorities), it allows

!In this chapter, we refer as executable file to the representation of a file as in disk and as image
file to the representation of a file as in memory.

68
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to bind an Authenticode-signed binary to the identity of a software publisher and
to guarantee the integrity of the file content.

The Authenticode signature of a PE file follows the PKCS#?7 structure that includes
the signature (the hash value of the PE file), a timestamp (optional) and the
certificate chain. Roughly speaking, the Authenticode signature is a binary data
blob consisting of a certificate and a signed hash of the file (which excludes certain
parts of the PE header in the hash calculation). As hash algorithms, Authenticode
supports MD5 (currently supported only for backwards-compatibility), SHA-1,
and SHA-256 hashes. Let us note that a PE file can be dual-signed by applying
multiple signatures, which is strongly recommended when using deprecated
hashing algorithms such as MD5. The certificate chain is built to a trusted root
certificate by using X.509 chain-building rules. This trusted root certificate is
mandatory as long as the root certificate is not present in the users’ root stores.

An Authenticode-signed Windows file can be shipped in two different ways, either
through an embedded signature within the PE file structure or through a digitally-
signed catalog file. Whether embedded signed or catalog signed, both signatures
are stored as PKCS#?7 signed data, which follows the Abstract Syntax Notation
One (ASN.1) format [136].

ASN.1 is a joint standard of the International Telecommunication Union Telecom-
munication Standardization Sector and ISO/IEC broadly used in telecommunica-
tions, computer networking, and cryptography (for instance, ASN.1 is used in
X.509 certificates). It states how to store binary data of different data structures
and includes a set of encoding rules that specify how to represent a data structure
as a series of bytes to facilitate their serialization. In particular, Authenticode
signatures follows the DER-encoded ASN.1 format.

The digital signature data in an embedded Authenticode-signed Windows PE file
is appended to the file. The offset and size of the embedded signature is stored
in the Security directory entry within the Data directories array of the
PE optional header. The Data directories array contains offsets and sizes of
different structures within the PE file, such as the export, import, or relocation
directories, among others. All directories but the security directory store their
offsets as relative virtual address (RVA) offsets, which means that they are the
virtual addresses from the PE file once it is loaded into memory. On the contrary,
the security directory stores its offset as a file offset.

The binary data stored at the security directory file offset is a WIN_CERTIFICATE
structure [137], which defines the signature length (in bytes), the certificate
revision, the type of certificate, and the certificate list. In the case of Authenticode
signatures, the certificate type matches a PKCS#7 SignedData structure.

A catalog file (extension .cat) collects digital signatures for an arbitrary number
of files. It contains a collection of cryptographic hashes, each one corresponding
to a file that is included in the collection. To prevent unauthorized modifications,
catalog files are also Authenticode-signed files. Catalog files are located in the
system32/catroot path within the Windows directory (normally, C: \Windows).
The database of catalog files in a Windows system is maintained in a separate
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file, named catdb, which is located in the system32/catroot2 path within the
Windows directory. This database follows the Extensible Storage Engine (ESE)
format, an indexed and sequential access method storage technology developed
by Microsoft.

6.1.1 Signature Verification of Authenticode-Signed Windows Files

Microsoft designed the subject interface package (SIP) architecture to support
the creation, retrieval, and hash calculation and validation of digital signatures,
abstracting software developers about any inner behavior. The verification of
signed code is performed using a trust provider, which is a piece of software that
decides whether a given file is trusted based on the certificate associated to that
file. Every trust provider establishes its own criteria to validate a signed file. A
more detailed explanation of SIP and trust providers architectures, as well as
their intrinsic relationships, is given in [138]. In a nutshell, a series of Windows
APIs of distinct system’s dynamic link libraries (DLLs) are invoked to verify the
digital signature of a file.

We have manually checked the execution flow followed by the Windows to verify
an Authenticode-signed file. To do so, we have extracted and then analyzed the
Windows API trace of an execution of the Sysinternals’ sigcheck [139] tool when
verifying an embedded-signed file. The main core steps of the verification process
is done by the WINTRUST and WINTRUST DLLs. The (summarized) execution flow
is as follows:

1. First, the function WinVerifyTrust (in WinVerifyTrust) is invoked [140].
This function performs a trust verification action on a specified object,
inquiring to a trust provider that supports the action identifier passed by
parameter. We are interested in the Authenticode trust provider, specified by
the WinVerifyTrust action identifier. Furthermore, this function accepts
a structure named WINTRUST_DATA where we can explicitly indicate if we
want to perform the certificate revocation process, among other verification
options.

2. Then, the function CryptSIPRetrieveSubjectGuid (in CRYPT32) is in-
voked to retrieve the globally unique identifier (GUID) —a 128-bit integer
number used to identify resources— of the SIP implementation. This GUID is
passed to the function CryptSIPLoad, which loads the DLL that implements
the specified SIP and sets pointers to SIP-related functions appropriately.
The Windows’ Authenticode trust provider of PE files is implemented in
WINTRUST.

3. The first of these called functions is WINTRUST, which retrieves the Authen-
ticode signature from a file. Internally, this function eventually invokes
to the function ImageGetCertificateData (in imagehlp DLL) to retrieve
the Authenticode signature from the given file.

4. Once the signature is retrieved from the file, the function CryptSIPVeri-
fyIndirectData is invoked to verify the hash of the file. When computing
the Authenticode hash of a PE file, certain parts of the PE file are skipped:
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the Authenticode signature itself, the pointer reference to the location of the
Authenticode signature (located in an entry of the data directories), and the
PE file checksum (located in the optional header). This functions returns a
boolean value indicating whether the Authenticode hash verification was
succeeded.

5. Once the Authenticode hash is validated, the process continues invoking the
function CryptVerifyTime-StampSignature to validate the timestamp
signature on the Authenticode data though a Time Stamping Authority,
which certifies that it observed the signed data at a specific time. This step
is optional since a signature may optionally be timestamped.

6. When the certificate chain needs also to be validated, the verification pro-
cess continues after the validation of the Authenticode signature. The func-
tion CertGetCertificateChain (in CRYPT32) is eventually invoked, which
builds a certificate chain context starting from an end certificate and going
back (if possible) to a trusted root certificate. This function accepts some
flags to indicate whether extra processing is required. In our experiments,
we have observed that the Sysinternals’ sigcheck tool uses the value CERT
_CHAIN_CACHE_END_CERT | CERT_CHAIN_REVOCATION_ACCUMULATIVE_TIMEOUT
| CERT_CHAIN_REVOCATION_CHECK_CHAIN_EXCLUDE_ROOT. A full descrip-
tion of these flags is given in [141].

The verification process of a catalog-signed file is done in a programmatic way.
The functions needed are defined also in WINTRUST and have CryptCAT as prefix
in the function name. A correct way to implement this is to first acquire a handle
to a catalog administrator context (function CryptCATAdminAcquireContext —it
requires to later invoke the function CryptCATAdminReleaseContext), then to
compute the Authenticode hash of the file using the function CryptCATAdmin-
CalcHashFromFileHandle, and finally get the handle to the catalog that contains
the given hash using the function CryptCATAdminEnumCatalogFromHash. Once
the specific catalog is retrieved, the function WinVerifyTrust can be invoked to
verify the file signature against that given catalog. Internally, since the catalog file
is also an Authenticode-signed file, the function WinVerifyTrust may perform
as indicated before to validate the signature of the catalog file.

6.2 Windows File Objects

File Objects represent the memory mapped files into the kernel memory, acting as
the logical interface between kernel and user-mode processes and the correspond-
ing file data stored in the physical disk [142]. This object is used by Windows
to track a single open instance of a file (that is, if you open multiple times a file,
you have multiple file objects) [103]. The representation of this internal memory
structure is depicted in Figure 6.1. Apart from the data written to the file, the
file object contains a set of kernel-maintained attributes, such as a pointer to the
Unicode-encoded file name and a pointer to a structure named Device object
that represents the device which contains the file.

A file object also stores a pointer to a SECTION_OBJECT_POINTERS structure,
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FILE_OBJECT structure

<o Executable file as contained
DeviceObject SECTION_OBJECT_POINTERS StruCt'l‘l'li,?.ﬁ in disk device (it may
_ DataSectionObject " contain end padding)
SectionObjectPointer -f------ SharedCacheMap
. ImageSectionObject..| Image file (after relocation
FileName Ty done by the loader).
Authenticode signature

data is stripped (it may
contain end padding)

Figure 6.1 Representation of navigation froma FILE_OBJECT structure to DataSectionObject
and ImageSectionObject structures.

used by the memory manager and cache manager to store file-mapping and
cache-related information for a file stream. This structure is conformed by three
opaque pointers (DataSectionObject, SharedCacheMap, and ImageSectionOb-
ject). An opaque pointer points to a data structure whose contents are not
exposed at the time of its definition.

The pointer DataSectionObject is used to track state information for a data
file stream. That is, it may pointer to data files such as those used by a word
processor o a spreadsheet. Similarly, the pointer ImageSectionObject is used to
track state information for an executable file stream. Roughly speaking, it points
to executable files mapped into memory (images). The pointer SharedCacheMap
points to a structure used by the Windows to maintain the cache.

Only DataSectionObject and ImageSectionObject are of interest to our re-
search, since both structures are useful to look for executable files. In a memory
dump, we can look for the file objects handled by the Windows at the time the
memory dump was acquired. We may find a DataSectionObject pointing to the
memory zone where the executable file was mapped as data file —although it may
contain end padding bytes by memory alignment issues. Similarly, we may also
find an DataSectionObject pointing to the memory zone where the executable
file was mapped prior to be initialized by the Windows PE loader —that is, a
memory zone that contains the image file after the relocation process was done
to prepare the image for execution. As before, it may contain also end padding
bytes. Unlike DataSectionObject, an ImageSectionObject is missing the data
related to the Authenticode signature contained in the PE header. We argue that
the PE loader strips this data before mapping the file, since it is used to verify the
file prior execution and thus it is not longer needed. Surprisingly, though, this
internal structure contains the relocation information even it is neither longer
needed.

6.3 Description of the Plugin Sigcheck

This section describes the Volatility plugin that we developed to verify digital
signatures of executable files (namely, .exe, .d11, and .sys files) in memory
dumps. We named the plugin SIGCHECK, as the Microsoft’s tool that verifies digital
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signatures on binary files [139]. We have selected Volatility as memory forensics
framework since it has become a de facto standard for analyzing memory dumps
in computer forensics. Initially released in 2007 [15], Volatility is currently an
open source project that supports the analysis of memory dumps from the main-
streams operating systems (namely, Windows, Linux, and macOS), and in both
32-bit and 64-bit architectures. Every supported OS has its own de facto, which
helps Volatility to find the references to internal OS structures within the memory
dump. Volatility is implemented in Python and incorporates an API that allows
developers to implement their own plugins or to extend the features of the official
tools very easily.

Our plugin relies also on a set of plugins shipped with Volatility. In particular, it
uses tasks (to retrieve the list of processes in execution), modules (to retrieve
the list of drivers), devicetree (to retrieve the driver objects for a given module),
file-scan (to retrieve the list of file objects), and dumpfiles (to obtain the list
of memory addresses associated to a FileObject structure. The content of these
addresses is later read in a programmatic way).

Algorithm 1 shows a pseudo-algorithm of the workflow followed by SIGCHECK to
verify the digital signature of an executable module e, contained in a memory
dump ., both given as inputs. As output, it returns a status code to indicate
whether or not the digital signature of e was verified. This status code is then
parsed to a user-friendly message to report the user appropriately.

As first step, the plugin obtains the file object f associated to the executable
module e (line 1). Then the boolean flag pe rebuilt is initialized to false value
(line 2). If f does not exist or does not contain any valid data, it returns FILEOB-
JECT ERROR (lines 2-3). In our experiments, every file object that we found
contained either a DataSectionObject oran ImageSectionObject valid pointer
(cf. Section 6.2). These memory zones are then checked for completeness.

When data is complete (lines 5-43), first the end padding is removed from the file
object f. Then, f is interpreted as a PE file and stored in p (line 7). If f is in fact an
ImageSectionObject structure, then we look for an image address a € ./ such
that the computation of the PE checksum is correct after undoing any relocation,
considering that value as image address (line 9). Note that our tool needs a list
./ of frequent image base addresses. We have populated this list after analyzing
all system executable files in the Windows flavors used in the experiments (cf.
Section 6.4). In case that no valid address is found, it returns PE_REBUILT FAILED
(lines 10-11). Otherwise, the flag pe_rebuilt is set to true value. Then, the valida-
tion of the PE checksum is performed only if pe_rebuilt is false, and if there is a
mismatch, it returns PE_ CHECKSUM_MISMATCH (line 17). Otherwise, the verifi-
cation of the PE signed file p is validated through the steps shown in Algorithm 2
(explained below). When data is incomplete (lines 21-39), first f is interpreted as
a PE file and stored in p (line 22). If there is some error with the PE data content
(e.g., important data is missing), it returns pe_rebuilt. Then, it is checked if p
contains an embedded Authenticode signature. If so, if the data content of f is an
ImageSectionObject structure, the tool returns SIGNED FILE NOT VERIFIED
(line 28). Otherwise, if the certificate chain c exists, it is verified (line 30). We rely
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Input: A memory dump . and an executable module e

Output: Returns a status code indicating whether the verification of digital signature was

successful or failed otherwise

/* Let of be the list of frequent image base addresses =*/
1+ Extract from . the file object f associated to e
> Initialize the flag pe rebuilt to false value

if f
|

else

o v o W

~

10
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16
17

18

19
20
21 else
22
23
24
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26
27
28
29
30

31

32
33
34
35
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39
40

41

42

43 end

does not exists or does not contain data then
return FILEOBJECT ERROR
if data content of f is complete then
Delete end padding of f (if any)
Let p be the content of f, interpreted as a PE file
if data content of f is an ImageSectionObject then
Select an image address a € .« such that the PE checksum of p is correct, after
undoing the relocation process
if a is not found then
| return PE_REBUILT FAILED
else
‘ Set the flag pe_rebuilt to true value
end

end
if not pe_rebuilt and PE checksum of p is incorrect then
‘ return PE_ CHECKSUM_MISMATCH
else
/% cf. Algorithm 2 =/
return validate_signed PE _file(p, pe_rebuilt)
end

Let p be the content of f, interpreted as a PE file
if p cannot be read as a PE file then
| return PARTIAL_CONTENT_PE_DATA_ERROR
end
if p contains an embedded Authenticode signature then
if data content of f is an ImageSectionObject then
| return SIGNED_FILE_NOT_VERIFIED
else
if the certificate chain c, contained in p header; exists then
return Verification of the certificate chain c, prefixing it with
PARTIAL CONTENT
else
| return CONTENT_SIGNED_NOT _VERIFIED
end
end
else
if f is located in Windows system root directory then
| return PARTIAL_CONTENT MAYBE_CATALOG_SIGNED
else
| return PARTIAL_CONTENT_NOT_SIGNED
end

end

Algorithm 1 Pseudo-algorithm of the analysis performed by the plugin Sigcheck.
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Input: A PE file p and a boolean value pe_rebuilt
Output: Returns a status code indicating whether the verification of digital signature was
successful or failed otherwise

/* Let S be the list of hash values contained in every catalog file =/
Compute h, as the Authenticode hash of p
if the certificate chain c, contained in p header, exists then
Retrieve the Authenticode hash value from c as h,
if hy, is equal to h, then
‘ return Verification of the certificate chain c
else
if pe_rebuilt then
‘ return AUTHENTICODE SIGNATURE_MISMATCH_OR_INCORRECT IMAGEBASE
else
‘ return AUTHENTICODE _SIGNATURE_MISMATCH
end
end
else
if hy € # then
| return CATALOG_SIGNED
else
if f is located in Windows system root directory then
| return MAYBE_CATALOG_SIGNED
else
if pe_rebuilt then
| return NOT_SIGNED_OR_INCORRECT IMAGEBASE
else
| return NOT_SIGNED
end
end

end

27 end

Algorithm 2 Pseudo-algorithm of the signature verification process.
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on OpenSSL 1.1.01 binary package for this purpose, following a strict certificate
validity time. Unfortunately, we have empirically tested that this software does
not verify the revocation of certificates. We plan to solve this issue program-
matically as future work. Our plugin returns the result of the certificate chain
verification (explained below), prefixing it with PARTIAL _CONTENT. If ¢ does
not exists, the tool returns CONTENT SIGNED NOT VERIFIED. If the Authenti-
code header is missing, it is checked whether the file object f is located in the
Windows directory or its subdirectories (line 34). In that case, the tool returns PAR-
TIAL CONTENT MAYBE CATALOG SIGNED or PARTIAL CONTENT NOT SIGNED
otherwise (lines 38 and 40, respectively).

The verification of an Authenticode-signed file has been implemented as an
independent Python function (named sigvalidator), and thus it can be used
with image files as well as with executable files. Its workflow is detailed in
Algorithm 2. As input, it needs a PE file p and a boolean value to indicate whether
the PE file was rebuilt.

First, the Authenticode hash h, of p is computed (line 1). The steps of the Auht-
enticode algorithm are published in [134]. If p contains an Authenticode header,
it is retrieved to extract its Authenticode signature h. and the certificate chain
c. When the Authenticode hashes h. and hp mismatch (line 4), it returns ei-
ther AUTHENTICODE SIGNATURE_MISMATCH or AUTHENTICODE _SIGNATURE
_MISMATCH_OR _INCORRECT IMAGEBASE, depending on the flag pe rebuilt.
Note that by probability of collisions, it may happen that an image address value
was selected such that the PE checksum is correct when rebuilding the PE file, but
however, it was not the original image address value (in line 9 of Algorithm 1).
Hence, the Authenticode hash computed would be surely different from the real
one. When both Authenticode hashes match, the certificate chain c is verified
(line 5) with the OpenSSL binary package. If the Authenticode header is missing
(i.e., the offset value in the PE header is zero), it is checked if h, € 5¢, where
2 is the list of known hash values extracted from catalog files (line 14). Let
us note that our tool needs a list 2 of known hash values. Our tool directly
extracts these hash values from the catalog files stored in a given directory. If the
hash is found, it returns CATALOG_SIGNED. Otherwise, it is checked if the file
object f is located in the Windows directory or in any of its subdirectories. In
that case, we assume that the file is cataloged-signed but h, ¢ 5, and the tool
returns MAYBE CATALOG_SIGNED (line 18). Otherwise, the tool returns either
NOT SIGNED or NOT SIGNED OR _INCORRECT IMAGEBASE, depending of the
value of the input flag pe_rebuilt.

Finally, let us describe the possible return values of the certificate chain verifi-
cation process. After the verification process done by OpenSSL, our plugin may
return the following: CERT EXPIRED, when the certificate validity time passed;
CERT _UNTRUSTED, when the certificate comes from an unknown publisher;
CERT FORMAT ERROR, when there is an issue with the certificate structure as
missing fields or malformed certificate; CERT VERIFICATION SUCCESS, when
the certificate chain verification was successful. As explained above, currently
OpenSSL does not verify the revocation of certificates. We are currently extending
our plugin to include also this feature, adding CERT REVOKED into the set of
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possible return values to report the user if any certificate of the chain is revoked.

To foster research in this area and enable the reproducibility of experiments,
both the plugin SIGCHECK and the auxiliary tool sigvalidator have been re-
leased under GNU GPLv3 license and are freely available at https://github.com/
reverseame/sigcheck.

6.4 Evaluation and Discussion

In this section, we detail the experiments performed with SIGCHECK. We have
considered two different experiments. In the first experiment, we measure the
effectiveness of SIGCHECK analyzing a set of memory dumps from different ma-
chines. In particular, we compute how many file objects are retrieved from memory
dumps under different scenarios. The second experiment is focused on the analysis
of signed malware samples.

6.41 Effectiveness of Sigcheck

For experiments, we have considered a Windows 7 SP1 OS Enterprise edition
Build 7601 in both 32 and 64 bits, running on top of VMware Workstation 15
Pro 15.0.2 build-10952284. Although we initially also considered Windows 8.1
and Windows 10, we discarded them from the experimentation since one of the
Volatility plugins on which SIGCHECK relies (in particular, dumpfiles) was not
working appropriately. We plan to investigate this particular problem further.

Apart from a freshly installed OS, we have installed additional software commonly
used by users on both virtual machines, such as Mozilla Firefox 69.0.3, Google
Chrome 77.0.3865.120, Libre Office 6.3.1, Notepad++ 7.8, and Adobe Reader DC
2019.012.20036. Every virtual machine was executed 10 times and to provide an
effectiveness measure of SIGCHECK over time, the memory of these machines was
acquired in four different time moments: at a fresh boot and after 10, 20, and
30 minutes of user activity (with data documents opened and viewing YouTube
content with Mozilla Firefox). The processes captured in each of these dumps
correspond to the ones related to the normal Windows activity plus the ones
related to the additional software installed.

Figure 6.2 shows the average of FileObject types retrieved by SIGCHECK in 10
memory dumps of Windows 7 SP1 x86 (top figure) and Windows 7 SP1 x64
(bottom figure), obtained at different time moments. Recall that our plugin allows
to verify the signature of executable files (extension FileObject), dynamic-link
library files (extension .d11), and driver files (extension .sys).

Discussion The results show that there are more chances of retrieving file objects
with complete data at fresh boot. As expected by the way of working of Windows’
memory subsystem (page smearing, demand paging, and swap pages), the number
of file objects with full content quickly drops as the time evolves. Furthermore, the
results in a 32-bit OS are better than in 64-bit OS, for all scenarios. In Windows
7 x86, almost half of driver files are successfully verified as catalog-signed files,
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moments.
Label SHA-256 hash AVClass result
malware01 ©12503199e73d10c3f9f1b3dbs876100bf1aebaeas3c5dagh8b746a78cf65276 polycrypt

malware02 eda7bfsee9884242fa2bs13ecfdob7efcazescccoas87a308328c7e8279b24d2e0 perfectdefender
malware03 178c6f7adga2fabbieeodf89f2de893afab2215684fffb2ffasdbe7f19e95833 trustedzone

malware04 2fces512083cass4f2669815a8ce8fdcfieaac63a282fbbcsc1c0892422816251f megacortex
malware05 49dbfeesf7aebbsi2fcde81ffsfidbb2ecsdedo8a3fbds882e2c4c2f1asc25es sobit
malware06 6910f947b942a0484097e0b95d54e49582801a93bf2ab62382f9ef45f8f2bsac pernefed
malware07 850c4554528c82d12a1a31f308f5b7a9b8d15ebs53e65748dd5¢65555abbbag8 perfectdefender
malware08 a8bccsf6564a96a4602584a06c5e17dofab2f15a07a49c208657d6a37162ef24 geral

malware09 bes7foeeac6a3s27e95ffd8bc502659cade8206bobs6ef3eabsdboesboebbofd perfectdefender

Table 6.1 Signed malware samples used in the experiments.

while executable and DLL files reach more than 30 %. It is remarkable that the
content of a huge percentage of file objects is partial, seeming not signed or with
an incorrect image base address. In 64-bit DLL files, this percentage increases
remarkably. Finally, let us also remark that none of the file objects retrieved in
both scenarios contained the Authenticode signature as full content. Only 13
32-bit DLL files contained the certificate header, but it was incomplete due to
memory paging issues.

6.4.2 Analysis of Signed Malware Samples

In this part, we selected a number of signed malware samples [ 143] from public
repositories. Table 6.1 shows the SHA-256 of the selected samples for experi-
mentation. When preparing this chapter, we found a recent malware threat that
was distributed also as a signed file (text). We also extract the most likely family
names from VirusTotal reports to label every malware sample using the AvClass
malware labeling tool [144].

We have analyzed every malware sample with SIGCHECK through the auxiliary tool
sigvalidator (cf. Section 6.3, Algorithm 2). Table 6.2 collects the experiment
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Sample Real issue with the certificate ‘Windows UAC SysInternal’s Sigcheck Plugin SIGCHECK
malware0] Certificate expired and revoked by issuer _ Verified publisher (blue color) Signed Certificate expired
malware02 Certificate expired Verified publisher (blue color) Signed Certificate expired
malware03 ~ Certificate expired and revoked by issuer ~ Execution blocked (red color) Certificate revoked by issuer Certificate expired
malware04 Certificate revoked by issuer Verified publisher (blue color) Certificate revoked by issuer Verification successful
malware05 Certificate expired Verified publisher (blue color) Signed Certificate expired
malware06 Certificate expired Verified publisher (blue color) Signed Certificate expired
malware07 Certificate expired Verified publisher (blue color) Signed Certificate expired
malware08 Self-signed certificate Unknown publisher (yellow color) Root certificate untrusted (under current security policies) Issuer certificate missing
malware09 Certificate expired Verified publisher (blue color) Signed Certificate expired

Table 6.2 Experiments with signed malware samples.

results. For every malware sample, we show the problem of the certificate (expired
and revoked by issuer; only expired or only revoked by the issuer; and self-signed
certificate), the warning window shown to the user by the Windows UAC in a
Windows 10 x64 Stable 1809 OS when executing the sample (from more trust to
less trust: asking for permission to make changes, verified publisher [blue color];
asking for permission to make changes, unknown publisher [yellow color]; and
execution blocked [red color]), and the results of execution of the SysInternal’s
sigcheck tool [139] and our plugin SIGCHECK. Let us remark that we have
selected this version of Windows instead of Windows 7 (as in experimentation)
since we are interested in the most updated messages of Windows UAC.

Discussion The results indicate that both Windows UAC and SysInternal’s sigcheck
are more focused on the publisher trustfulness rather than other aspects of the
certificate, such as the certificate validity time. We believe that apart from the
publisher trustfulness, a certificate expired should always be reported, as our
plugin does. Moreover, the messages shown by the Windows UAC are less intuitive
for the users. The case of self-signed certificate (malware08) is detected by the
three tools, although text messages differ slightly. The most interesting case is
malware04, a malware threat associated to the ransomware MegaCortex [ 145].
Although SysInternal’s sigcheck warns that the certificate was revoked by the
issuer, surprisingly the Windows UAC tells the user that the file comes from a
verified publisher. This difference may be caused by the parameter settings when
calling to WinVerifyTrust. Similarly, our plugin also returns that the verification
process was successful. Recall that as discussed in Section 6.3, SIGCHECK does
not perform any certificate revoking checking, since it is not supported by the
OpenSSL binary package on which our plugin relies. We are currently imple-
menting the certificate revocation process using the OpenSSL library to fix this
issue.

6.5 Limitations

This section reviews the main limitations imposed by memory forensics to the
verification of digitally signed Windows PE files that we have identified in our
study. We also discuss some possible solutions to these limitations.

Data incompleteness Although during our experiments we have always found
file objects corresponding to different mapped files, in most of the cases data
were incomplete. The Windows memory manager swaps physical memory pages
when it needs to use more memory than actually available in RAM. Apart from
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this, page smearing and demand paging are also obstacles to obtain an image
file that exactly matches with its corresponding executable file. Page smearing
refers to the inconsistency in the page tables and the content of physical memory
pages due to changes during the acquisition process, while demand paging is an
optimization mechanism used by the OS to load data into memory only when it is
absolutely needed [131]. Note that the calculation of the Authenticode signature
needs the full PE file, excluding only certain parts (cf. Section 6.1). Hence, if only
one memory page of an image file is missed, the signature of that file cannot be
computed correctly.

A possible solution to overcome this issue is to guarantee that the Windows PE
loader locks memory pages that contain file objects [ 103]. In this regard, it should
always maintain an open reference to every mapped file while the corresponding
process is on execution. Of course, this solution imposes a performance penalty,
since physical memory pages are “wasted” containing data that are unused and
thus the memory pages could be paged out or even freed. However, the memory
of current computer systems is in the order of gigabytes and thus this penalty may
be negligible. This is an open question that deserves further investigation. Other
solution might be a combined analysis of a memory dump and their corresponding
swap files (up to 16 paging files of different sizes in Windows [103]).

Data changes caused by PE relocation As discussed in Section 6.2, a DataSec-
tionObject is a perfect copy of the executable file when we eliminate the end
padding added due to page alignment issues. However, an ImageSectionObject
is created after the Windows PE loader makes the relocation process, and thus
apart from the end padding there are also bytes that change, such as the image
base address (located in the PE header) and every absolute address defined in
the relocation section or other function tables of the executable file. This issue
imposes two major limitations to our approach:

e In 64-bit files, there are a total of 2°? possibilities for an image address
value (considering an offset of ex1006 between memory addresses). There-
fore, it is computationally infeasible to brute-force the image address. To
overcome this limitation, our plugin considers the most common image
base addresses of every version of Windows, empirically obtained. This
implies that SIGCHECK may reconstruct the executable file and consider it
as wrongly signed if a Windows update changes the image address of that
file to a value not considered by SIGCHECK.

* To verify a successful reconstruction of the executable file, we have opted for
using the value of the CheckSum attribute, located at the PE optional header.
Although stored in a 32-bit value, it is in fact a 24 bit checksum (the higher
nibble is discarded) computed using an additive checksum algorithm which
serves as redundancy check. Thus, since the number of possible collisions
is high (1/22%), it may happen that SIGCHECK finds an image address value
such that the PE checksum is correct, but the computed Auhtenticode hash
value is invalid.

Furthermore, let us recall that the Authenticode signature data, which is con-
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tained in the security directory of the PE header, is not mapped into the Im-
ageSectionObject structure. Therefore, if the executable file is an embedded
Authenticode-signed file, using this internal structure we can only tell that the
file is signed but its signature cannot be verified (since we are unable to retrieve
the signature data from memory).

When the relocation data exist in the ImageSectionObject structure, we can
easily revert the relocation process performed by the Windows PE loader. However,
since we are unaware of the original image base address of the executable file,
it is difficult to generate a valid Authenticode signature. A solution that might
overcome this problem is the use of a database storing the version information,
Authenticode hash signature, and image address values for every system file of
each Windows flavor (and associated updates). Of course, the database would
quickly grow up given the vast amount of system files in all Windows flavors.

Catalog-signed files As shown in Section 6.4, many system files in Windows are
catalog-signed PE files. To verify every signature, we need the catalog database
that contains that hash signature. This implies that we need to have every possible
catalog file for every Windows flavor, as well as any of their updates. For instance,
the database of catalogs that we used in our experiments is about 200 MB,
distributed over 8784 files. However, this database only contains data from the
versions of Windows 7 and Windows 10 used in experimentation (cf. Section 6.4),
as well as a version of Windows 8.1.

At the moment of this writing, there is not a centralized database of catalog data.
State-sponsored CERTs (or university-related CERTSs) could lead this initiative
and maintain this database, providing a public web service to check the database
for other incident response teams.

Executable file and process inconsistencies Our plugin relies on the file object
structure to verify the Authenticode signature. However, it may happen that
although the mapped file is legitimate (i.e., the file contained in the device
drive was not manipulated), its corresponding process is malicious. For instance,
malware can inject malicious code in a legitimate process or perform a process
hollowing (it occurs when a process is created in a suspended state and then its
process memory is replaced with malicious code) to evade detection and analysis.
Currently, our plugin does not detect this kind of evasion techniques. We have
empirically tested that these evasion techniques are also undetected by other
forensic programs that verify Authenticode signatures from running processes in
live systems, such as Process Explorer and Process Hacker.

In our opinion, this is one of the biggest challenges in memory forensics. To be
sure that the binary code of an image file was unmodified, we need to unmap
its corresponding process, reverting all the work performed by the Windows
PE loader, and then compare the unmapped image file with the executable file.
At the moment of this writing, we are unaware of any tool capable of doing
this backward process and comparison reliably. We could also check the virtual
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address descriptor (VAD) tree of a process, looking for strange changes in the
permissions of every VAD node. VAD is a tree data structure used by the Windows
to store information about process memory regions [146]. A similar idea is used
in [147], where a Volatility plugin is introduced to locate injected code using
cross-validation with stack information even when VAD nodes have been modified
by the malware to remain stealthy. Of course, we can also rely on other Volatility
plugins more focused on malware detection such as malfind or clamav, or more
focused on process similarity as ProcessFuzzyHash [16].

Contributions In this chapter, we describe the limitations that memory forensics
imposes to the digital signature verification process of Windows PE signed files.
In particular, Microsoft Authenticode is the code signing standard designed to
digitally sign files in Windows, introduced in Windows 2000 [134]. We focused
on Windows since it is still the preferred target of malware authors [ 148]. We
have also developed a Volatility plugin to verify digital signatures in a memory
dump, named SIGCHECK (as the tool provided by Microsoft for verifying digital
signatures on binary files [ 139]). When feasible, our plugin works on kernel-space
file objects that represent executable files, computing the signature and verifying
the certificate chain attached to the digital signature. To assess the reliability of
our plugin, we tested it in different scenarios and in signed malware samples. We
concluded that the longer a system runs, the fewer file objects can be acquired.
Hence, given the current limitations (data incompleteness, data changes caused by
relocation, catalog-signed files, and executable file and process inconsistencies),
the verification of digitally-signed files does not bring any benefit to memory
forensics.

6.6 Related Work

There are works regarding the analysis and the presence of Authenticode-signed
files in malware landscape, as well as highlighting the weaknesses of code signing
in Windows.

One of the first works showing the abuse of software digital certificates and
the presence of malware samples signed with rogue certificates was [149]. The
common pitfalls of certificate authorities that allow the prevalence of signed
malware samples are also introduced in this chapter. The presence of signed
malware samples was also confirmed by [150], where a malware dataset of
356 K samples from 2006 to 2015 was analyzed. They concluded that most
signed samples in the dataset were potentially unwanted programs (between
88 %-95 %), while only a few were signed samples of malware (5 %12 %).

The work of [151] proposed a threat model which highlights some weaknesses
in the use of code-signing technology, after detecting that signed malware may
cause anti-virus (AVs) products to stop analyzing them. The highlighted weak-
nesses are related to inadequate client-side protections (such as the use of AVs
that skip analysis of signed binaries), publisher-side key mismanagement (an
inadequate security management in the publisher side may facilitate the stealing
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of private keys that corresponds to the publisher’s certificate or the infection of
developer machines), and CA-side verification failures (verification process may
fail, resulting in certificates issued to shell companies or malicious publishers
with stolen identities). They also analyzed a total of 325 signed malware samples,
having a 58.2 % of samples properly signed (the rest signed with malformed
certificates) and classifying the certificate abuse as a compromised certificate or
issued to a fraudulent or shell company.

In a similar work, [152] studied the underground market of code signing certifi-
cates, identifying 4 leading vendors of Authenticode certificates. Furthermore,
they collected 14 221 signed malware samples and analyzed the certificate at-
tributes to graphically map the relationships among malware families and certifi-
cates.

The malware dataset focused on Windows built in [97] showed that close to
18 % of the 172612 collected samples are signed binaries, with very few (only
11 samples) using revoked certificates. Signed binaries are also collected and
analyzed in [98], where 39 % of 75 615 malware samples analyzed are signed —
three out of four samples being correctly validated as Authenticode-signed files.

All of the aforementioned works focus on executable files instead on binary data
extracted from memory dumps, as we do in this chapter. To the best of our
knowledge, we are the first to put a spotlight on the analysis of Authenticode-
signed files extracted from memory dumps and to highlight the limitations and
possible solutions.



Discussion

Memory forensics is the process of analyzing the memory dump of a system
and searching for evidence after a cybersecurity incident. During this process,
memory forensics can help with the preliminary analysis because of the amount
of information present in memory during an analysis is less than on disk. To
quickly identify malware on a compromised system, an analysis could look for
two known tactics used by the adversary: persistence in on the system using
ASEPs and abuse of code signing technology.

Windwos ASEPs Detection

We have reviewed the ASEPs provided by Windows and created a taxonomy
including the OS features used or abused by malware. This taxonomy is inde-
pendent of the type of forensics analysis (disk or memory). The taxonomy is
divided into four categories: system persistence mechanisms, program loader
abuse, application abuse, and system behavior abuse. For each category, we have
distinguished different extensibility points. Finally, each ASEP has been charac-
terized according to its write permissions, execution privileges, detectability in
memory forensics, freshness of system requirements, and execution and configu-
ration scopes. Additionally, we have developed a Volatility plugin named WINESAP
that analyzes a memory dump and highlights registry-based Windows ASEPs with
suspicious programs. Hence, this tool serves as a memory forensics triage tool as
asked in Research Question 2, helping the memory forensics analyst identify the
programs located in the ASEPs contained in the memory dump.

As future work, we aim to improve the features of WINESAP through process and
file carving. We also aim to allow analysts to define non-suspicious paths.

Verification of Signed Executable Files

We have also investigated whether code signing brings any benefit to memory
forensics. In particular, we have focused on Windows. However, due to how
Windows works and current limitations of memory forensics (such as paging
memory, page smearing, and demand paging) [13], [101], verifying the digital
signatures of processes captured in a memory dump is a difficult task. We have
highlighted the limitations imposed by memory forensics (data incompleteness,
data changes caused by relocation, catalog-signed files, and executable file and
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process inconsistencies), as have also proposed some solutions. In addition, we
have developed SIGCHECK, a Volatility plugin that verifies a digitally-signed file
(if feasible) retrieved from a memory dump through internal Windows structures
(in particular, file objects). We tested it on Windows 7 x86 and x64. Our findings
indicate that the success rate is low, especially when the memory is acquired
from a system that has been running for a long time, so in answer to Research
Question 3, this approach appears to provide little benefit.

As future work, we aim to complete the verification process of SIGCHECK with
certificate revocation and further study the lifetime of file objects. We also aim to
explore proposed solutions to current limitations.



Part lll

In-Depth Analysis of Unknown Network
Protocols
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Context

Understanding the structure and behavior of network protocols is a complex and
time-consuming task. Still, this task becomes especially relevant when analyzing
malware communications or auditing third-party network protocol implementa-
tions, as well as proprietary or undocumented protocols.

Network protocols are a complex set of rules that define how a particular set of
bytes corresponding to a message should be exchanged and interpreted between
entities over a network. Currently, the nature of network protocols varies widely in
form and application, from Internet protocols to industrial protocols and protocols
designed specifically for constrained devices such as the Internet of Things [25].

The details of valid workflows in a protocol and how a message is structured into
fields vary from protocol to protocol, and not all are publicly described in a specifi-
cation. For instance, those not involved in the design and implementation process
are unaware of the details of the proprietary or custom protocols implemented
by certain malware families, as covered by MITRE ATT&CK [153]. Therefore,
it is necessary to evaluate or audit how a protocol works before deploying a
component that uses an unknown industrial protocol in a critical environment or
to assist in the digital investigation of criminal malware activity [154].

There have been several approaches to automate this task, as manual protocol
inference has proven to be complex and time-consuming [23]. In general, a
network protocol can be defined by (1) the vocabulary, which defines message
types and their structure; and (2) the grammar, which defines valid sequences of
messages, typically represented in a finite-state machine [22].

Historically, there have been two well-defined approaches in the literature to
obtain the finer details of an unknown protocol. The first method is based on the
static analysis of previously captured network traffic, mainly adapting sequence
alignment algorithms from bioinformatics to identify message structures based on
common patterns among similar messages [22], [26], [155]-[157]. The second
method relies on dynamic analysis to examine how one of the communication
entities parses messages upon arrival to identify message field boundaries [ 158]-
[161].
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Chapter 7

Tainted Dynamic Control-Flow Graphs and
Symbolic Execution for Network Protocol
Reverse Engineering

This chapter introduces SYNOPTIC, a semi-automated analysis system that infers
the finite-state machine and message structure of network protocols from dynam-
ically generated application traces. Unlike traditional static and dynamic analysis
methods for network protocol inference, SYNOPTIC operates on binary programs
without source code access. In particular, it employs dynamic taint analysis and
symbolic execution to generate new, unobserved messages, improving upon the
initial protocol analysis performed after valid network communication has taken
place. At the moment, our system works on programs that use the standard C
library for network communication. Our system is open source and can be found
at https://github.com/reverseame/synoptic.

71 Motivation

One of the main limitations of static and dynamic analysis for network protocol
inference is that the completeness of the analysis is strongly tied to the artifacts
collected during the observation step [23]. This means that less common messages
whose purpose in the protocol is unknown may be misclassified or even overlooked
after analysis. The analyst’s experience in this area determines whether the quality
of the information collected is sufficient for subsequent analysis and obtaining a
relevant result.

Furthermore, in the case of static analysis, the more traffic you capture, the
better. However, current sequence alignment algorithms are not as optimized
for a number of input data on the order of actual packets exchanged between
two entities, which can grow exponentially within a few minutes of capture. In
the case of dynamic analysis, the overhead of the analysis techniques makes it
difficult to analyze the entity long enough to ensure that all types of messages
have been exchanged.
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We try to overcome these limitations thanks to dynamic taint analysis [10] and
symbolic execution [7], [8], which allow us to trace the processing of messages
and generate messages that are not seen during the observation step, and thus
iteratively refining the protocol definition. Although other works apply similar
techniques (e.g., Prospex [162] or MACE [ 163]), to the best of our knowledge, we
are the first to propose dynamic taint analysis combined with symbolic execution
to infer new messages that have not yet been seen in the observation step and thus
update the grammar of the network protocol under test, without any prior expert
knowledge. In particular, the research questions of this work are the following:

RQ1 Can we reduce the constraint on the completeness of the analysis and the
quality of the initial data set?

RQ2 How is the protocol inference process affected by the generation of new messages
not previously included in the initial data set?

RQ3 What are the limitations on generating of new messages?

7.2 Symbolic Execution

Symbolic execution [7], [8] is a popular method for reasoning and exploring
the feasible paths of a program. Given a program path 7, the technique consists
of computing a path constraint ¢ (also known as a path predicate) such that
any solution of ¢, can be mapped to an input following path 7 at runtime. The
formula ¢, is then sent to an automated constraint solver (usually, a SMT solver)
to find such a solution, if any exists. This is done by interpreting the program path
over (some) symbolic inputs instead of (only) concrete inputs. By applying this
procedure iteratively, symbolic execution makes it possible to generate test sets
that exercise new paths and find new or strange behaviors in a program under
analysis.

As an under-approximated method (it finds feasible paths, but generally cannot
find them all), symbolic execution combines well with iterative CFG and DCFG
recovery. This technique actually can be used to fill in some missing parts of a
CFG, potentially finding new branches and new targets for dynamic jumps [164].

In the same vein, the under-approximation nature of symbolic execution makes
it easy and fruitful to combine with dynamic analysis [165]-[167]: concrete
execution is used to boost and (possibly) simplify symbolic reasoning, while
symbolic reasoning allows triggering new executions and expanding the dynamic
coverage.

Finally, the approach is well suited to binary-level program analysis [167]-[171],
typically relying on SMT solvers for the theory of bitvectors and arrays, and can be
combined with tainting to reduce the part of the memory that will be symbolically
tracked.
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7.3 Tainted Dynamic Control-Flow Graph

To automatically analyze the parsing functions, we rely on enriching the Dynamic
Control-Flow Graph (DCFG) with taint information to construct a Control-Flow
Graph (CFG) that represents only the actual instructions executed during the
analysis. Recently, DCFG has proven valuable in other areas of research (for
instance, to guide the analysis process in fuzzing [172]). In this work, we denote
this DCFG enriched with taint information [10] as TDCFG (Tainted DCFG). Next
we formally define our enriched DCFG, borrowing some notation from [9].

Definition1 [9] An instruction is a quadruple I = (@addr, size, type, text), where
@addr is the address of I in memory; size is the memory space (in bytes) occupied
by I; type represents the class to which I belongs; and text is the assembly textual
representation of I.

In a CFG, instructions are classified according to their effect on the control flow
of the program. A standard instruction is an instruction that flows to the next
instruction, without changing the control flow. In contrast, a jump, branch, call,
or return instruction changes the control flow. In particular, the jump and the call
instructions can be direct (the destination address is defined by a fixed address or
offset) or indirect (the destination address is stored in a logical register; e.g., jmp
eax on Intel x86). Finally, the branch instruction has direct conditional jumps (as
in Intel architectures) that change the flow of control, and a fallthrough if the
condition is not true (i.e., it flows to the next instruction).

A group (also called basic block) is a contiguous sequence of instruction ending in
an instruction that changes the control flow, with a length greater than or equal
to 1. The first instruction in the group is called the leader, while the last one is
called the tail.

Definition 2 A Tainted Dynamic Control-Flow Graph (TDCFG) is a connected,
directed, weighted graph G = (V, E, w, t), where V is the set of vertices (or nodes),
E : V x V is the set of directed edges, w : E — Z, is a function that assigns a
weight to each edge e € E and serves as an execution counter to store profiling
information, and t : V. — D is a function that provides the taint data associated
to each node.

A TDCFG consists of several CFGs, each one representing a function that is
executed after a call instruction. Navigation between CFGs is done by call and
return pairs, where call instructions mean that the control flow changes to a CFG
function (the callee), and return instructions mean that the function ends and
the control flow is returned to the CFG that calls (the caller). The first and last
groups of the CFG of a function are also called the leader group and the tail group,
respectively.

A DCFG (similarly, a TDCFG) is said to be incomplete if some parts of the control
flow are missing, unspecified, or not fully defined. This occurs if there is some
indirect change in the control flow (i.e., there is some non-standard instructions),
since new inputs to the program can cause new execution paths. Consequently,
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Figure 71 Synoptic workflow overview. Synoptic communicates iteratively with the subject under
test to refine the analysis process. Any symbolically generated message that is not
detected in a previous analysis is sent to the SUT to obtain more information about the
implemented network protocol, verifying the status code after sending it (represented
with a double arrow).

the process of adding new information to the DCFG (similarly, the TDCFG) is
iterative. In the case of network protocol analysis, new execution paths can also
be discovered depending on the buffers read and analyzed by the communication
entity being analyzed.

7.4 Synoptic Overview

Symbolic Network Protocol Inference (SYNOPTIC) is a system designed and imple-
mented to perform a semi-automatic analysis as complete as possible without any
prior expert knowledge of the Subject Under Test (SUT). This section describes
the design decisions for the modules that make up SYNOPTIC. Figure 7.1 shows a
visual representation of the general workflow overview of SYNOPTIC.

7.4a  Synoptic Components

SyNopTIC is divided into two modules and an orchestrator that manages the
operation of the modules. The first module, called server tracer, is responsible
for performing dynamic taint analysis on the target program to generate logs
about how messages are handled. These logs comprise the initial data set and
are subsequently analyzed by the trace modeler module, which is responsible for
inferring message structures, creating the corresponding Finite-State Machine
(FSM), generating new messages thanks to symbolic execution, and replaying
messages based on the FSM inferred.

We start from a black-box approach where we only have access to a binary program
file that implements the server part of the communication of an unknown network
protocol. This program will be the SUT. Therefore, there is no need to access,
modify, or compile the source code of the SUT. Since SYNOPTIC must analyze the
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SUT during its execution, we assume that any messages exchanged during the
initial execution (which our system will later work on with its analysis modules)
have a valid structure and follows a correct flow according to the normal workflow
of the protocol. SYNOPTIC is fully customizable, by editing a configuration file
that must to be customized before the first interaction.

Server Tracer Module

This module dynamically analyzes the SUT to generate trace logs containing all
executed assembly instructions and taint information coming from a buffer of a
read-related network socket operation. This module is coded as a 2 200-line C++
tool for Pin (i.e., a pintool), a Dynamic Binary Instrumentation (DBI) framework
developed by Intel [173].

Since we assume that SYNOPTIC analyzes the SUT during its normal execution, we
consider that the messages exchanged during this execution are well formatted.
Therefore, this module considers any information read from the network to
be of interest, tainting it at the byte level, and begins tracing at the assembly
instruction level after a successful read from the network socket. To do this, the
pintool hooks the read/write (only when the file descriptor corresponds to a
socket), send/recv, and sendto/recvfrom functions of the standard C library,
which are used to receive (or transmit) messages from a (or to another) socket.

DBI frameworks are known to produce a large overhead during analysis [27],
[174]. So, to speed up the analysis process, we follow the following intuition: we
assume that the decision about what type of message arrives at a network socket
is made spatially close to the function that received the tainted data. This spatial
location means that dynamic taint analysis of each incoming message can be
stopped after reaching a predefined threshold (in the configuration file mentioned
above), which corresponds to the maximum number of assembly instructions to
analyze after a network socket read. Note that exception handling instructions
are not counted for this spatial location and do not increment the executed
instruction counter. This spatial threshold has been empirically established at
1000 instructions.

As a result, any tainted data is removed after a message is sent or the spatial
threshold is reached (whichever condition is met first), and no further information
is tainted until new data is read from a network socket. By default, this module
analyzes only the main module of the binary program. However, it is possible to
include any other library in the analysis by specifying it in the configuration file.

Trace Modeler Module

This module analyzes the logs generated by the server tracer module described
above to construct the TDCFG, infer the message structure and the FSM of the
analyzed network communication, and generate new messages with symbolic
execution. This module is written in 2600 lines of Python3 and uses the Capstone
disassembly framework [175] to identify the type of the assembly instructions.
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To do this, logs of the initial data set are first divided into sessions, which cor-
respond to all activity between the acceptance of an incoming connection and
the closing the associated socket. Subsequently, each session is divided into a set
containing the information from a read action that tainted the buffer to a write
action that cleaned its tainted information, or until the spatial location threshold
is reached. Below we explain the process for obtaining new messages that are
not included in the initial data set in more detail.

Tainted Dynamic Control-Flow Graph

The first step in the analysis is to obtain a TDCFG that represents the actual control
flow executed by the SUT after a read action. Each set of traces starts with a read
action and initializes the construction of the TDCFG. To construct the TDCFG,
we use the notation described in Section 7.3, but relaxing certain definitions to
fit our model. Since the taint analysis is triggered after reading a network socket,
the current execution pointer can be in the middle of a function f when starting
the TDCFG. Therefore, we may be missing groups in the CFG of f (for instance,
the leader and subsequent instructions up to the current execution pointer), as
well as groups in the CFG of the function that called f. In this scenario, the CFG
constructed for f does not change its control flow to another CFG when f ends,
and its last group simply has a fallthrough to the next group (which will be a
group of the CFG’s caller, but not its leader group). Similarly, since the tainted
analysis ends when the spatial threshold is reached, the last group of the last CFG
can end in a standard instruction.

The process of creating a TDCFG is iterative and the TDCFG is complemented
by each analyzed set. In each set, the entry node and the first nodes are usually
the same, but after parsing the message, the SUT control flow forks, allowing
us to get a more complete view of the TDCFG. Recall that a TDCFG stores taint
information along with the visit count of each node. This additional information
helps in subsequent analysis, allowing us to detect relevant loops where buffer
comparisons are performed.

Message Structure

Using information from dynamic taint analysis in traces, we can now analyze
how buffers containing data read from network sockets are manipulated. That
is, we can, for instance, detect any comparison made in that buffer to look for
delimiters or fixed values. Additionally, before any buffer manipulation, there is
usually a trim function to remove trailing bytes, such as possible null bytes in
binary-based protocols or new-line terminators in text-based protocols.

The first step in this process is to identify the message keyword, as it is the main
field that identifies the message type and subsequent structure. To identify the
keywords, we rely on previously performed delimiter detection and the knowledge
that keywords are often placed near the beginning of the buffer. Any part of the
message other than that the keyword or a delimiter is considered a generic field.
We do not perform any additional analysis to infer the meaning of keywords or
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fields, such as knowing whether a field represents the length of the next bytes or
a checksum.

For each iteration based on the trace logs generated by the server tracer module,
SYNOPTIC exports a JSON file containing the inferred message structure. An
example is shown in Listing 7.1, which contains a representation of the message
structure based in its keyword and delimiter detection. A global symbol table
contains all keywords and delimiters, and fields in a message are defined based
on these global symbols.

Listing 7.1 JSON exported by Synoptic representing a message structure and its corresponding
symbols.

[...]
"message": {
"hexbytes": "5041535320313233340d0a",
"keyword": "50415353",
"structure": [
"50415353", "20", "31323334", "ed", "ea"
]1
"symbols": [
"k{e}", "d{2}", "31323334", "d{1}", "d{e}"

h
[...]

"symbols": {
"keywords": ["50415353"],
"delimiters": ["ea", "od", "20"]

}

Finite-State Machine

The FSM defines the valid SUT workflow that implements the network protocol.
The FSM is divided into states, and edges representing the transition between
states are associated with a particular keyword. Specifically, the FSM is a Mealy
machine because it allow us to represent a sequence of transitions [ 176]. Keyword
detection is critical because only keywords are responsible for changing the FSM
state, without requiring any other message fields.

As discussed above, we assume that SYNOPTIC analyzes the SUT during its normal
execution. Therefore, the first FSM is an incomplete representation of the valid
network protocol workflow. The FSM will be completed later by the iterative
process of generating new messages through symbolic execution.

Symbolically Generated Messages

To obtain symbolically generated messages, we analyze the TDCFG. First, we
identify loops of interest within the TDCFG. Formally, a loop exists in the TDCFG
when there is an edge (called back-edge) from a node (tail node) to another node
(tail node), such that it is always necessary visit the header node before visiting
the tail node. We have also considered the possibility of a pre-header in the loop
definition. This pre-header node is a special node that is sometimes introduced
by the compiler before the header node for optimization purposes. Finally, we
consider a loop to be relevant for analysis if at least one of the pre-header, header,
or tail nodes that define the loop is tainted.
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After identifying the relevant loops, we statically analyze the SUT using radare2 [177]
to add additional information to the TDCFG. Specifically, this static information
allows us to add other tail nodes to the relevant loops in the TDCFG that, if not
considered, would cause a path explosion in the symbolic engine. For instance, if
the SUT contains a lookup loop to check whether the incoming message contains

a valid keyword, we could not detect the case where the lookup failed if during
our analysis all incoming keywords were valid.

We then analyze all the nodes in the TDCFG to automatically configure all variables
necessary for the symbolic execution engine. SYNOPTIC currently supports two
different symbolic execution engines, namely, angr [178] and Binsec [179].
Although both engines provide similar results for our case studies, Binsec allows
us to specify a symbolic buffer of unknown length based on another symbolic
value representing the length, while angr requires us to specify an arbitrary
length value large enough to allocate the symbolic buffer. This feature allows
us to reduce the amount of post-processing required to use the new buffers.
We then analyze each one of the interesting loops with the symbolic execution
engine, considering a timeout for the analysis. Since the scope of the exploration
is focused on the function level, we assume that the exploration time should not
exceed more than a few seconds before finding the first result.

One of the advantages of using symbolic execution is that it can give us finer details
of the internal structure of the message, even if we are not able to decompose
a message into its structure based on keywords or delimiters. For instance, we
may not detect protocol keywords, but we may be able to obtain concrete buffer
data corresponding to any message field by generating new buffer contents with
symbolic execution. Under the assumption of that SYNOPTIC analyzes the SUT
during its normal execution, we can therefore compare the new generated data
buffer with the valid messages observed during execution to determine how the
latter are composed.

The concrete data buffer that is generated by symbolic execution is finally defined
as close as possible to currently known symbols. In the case of text-based protocols,
we compare whether the new keywords are similar to previously seen keywords
(i.e., we check that they are the same, regardless of whether they are uppercase
or lowercase). In summary, the symbolically generated keywords are validated
by comparing them with those keywords from the observation step. Note that the
keywords in the observation step will actually be a subset of the total keywords
accepted by the network protocol. We consider new keywords to be valid if at
least one of them is included in the already known and valid keywords. Finally,
we rely on the message replay to know if the newly generated messages are valid,
explained below.

Message Replay

This last phase of the analysis allows us to discover unseen states of the FSM and
verify the correctness of the generated symbolic messages. After analyzing the
structure of valid messages collected during the observation step, creating the
corresponding FSM, and obtaining symbolically generated buffer data, SYNOPTIC
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creates new messages that follow the structure of previous valid messages as
closely as possible (e.g., containing termination delimiters).

In this phase, we rely on the SUT response to verify the correctness of the new
messages. We follow the same restriction as in [ 180], where the SUT response
must contain a status code for client requests. In this way we can know if a
message is valid or invalid for the SUT by simply comparing the SUT response
code with the codes already known to be valid. For instance, a common status
code to indicate a successful request is 200 for HTTP or 250 for SMTP It is
important to note that a message may be invalid not only because the structure
was incorrectly inferred, but also because the message was sent at an incorrect
time in the FSM workflow. For example, any message that changes the internal
state of the SUT before performing a valid login to the SUT will always return an
invalid response code, even in the case of a validly structured message.

Note also that due to the design of our system, we only analyze the server part of
the communication. This limitation means that we do not consider the case where
the client needs to parse a SUT response to continue communication. For instance,
if the SUT expects the client to parse a response and return some related value (as
in challenge-response authentication), or if the server expects the client to connect
to a different port for data transfer, this logic must be implemented manually in
the server modeler module. This is why our approach is semi-automatic, since
with the current design of SYNOPTIC we cannot fully automate all the details of
the protocol. In any case, this limitation usually arises when analyzing network
communication in malware, since only the code on one side of the communication
(the malware sample) can be analyzed.

Once we are able to distinguish between valid and invalid messages, we update
the FSM. We consider the FSM constructed after the initial analysis of the SUT as
a starting point, because it specifies a known valid sequence. The learning process
is as follows. In the first step, SYNOPTIC connects to the listening SUT and sends
a new message to verify its correctness. After each new message sent, we have
to reestablish the connection based on the previously collected disconnection
message, which we consider to be the last message sent to the SUT during the
previous analysis. In the second iteration, we send the first valid message already
seen, which causes the FSM to go to its first state, and SYNOPTIC then tests each
new message, reestablishing the connection as before. Subsequent iterations
follow the same pattern. Each new state is followed by a disconnection message,
so at this time our system does not analyze in depth the creation of new states
(that is, new states subsequent to the current new states).

Finally, let us remark that the generated symbolic messages are sent to the SUT
without dynamic instrumentation. That is, we do not track the execution of the
SUT when processing these messages. As future work we intend to improve this
step: once the generated symbolic messages have been validated, send them to
the SUT but running the server tracer module to observe how they are parsed
and thus obtain more information about the structure of the messages.



Chapter 8

Evaluation of Synoptic

We evaluate our system described in Chapter 7 on ProFTP, a real-world software
that implements a textual protocol (specifically, the FTP protocol) to demonstrate
its ability to provide a more complete understanding of the underlying network
protocols.

81 FTP Implementation in ProFTPD

In this section, we analyze the FTP implementation in ProFTPD [181], a highly
configurable FTP server, using SYNOPTIC. FTP is a network protocol designed
specifically for transferring files between different hosts over the network [182].
Specifically, we consider ProFTPD version 1.3.8. The specific versions of the tools
used by SYNOPTIC are angr 9.2.62, Binsec 0.8.0, Intel Pin 3.25, Python 3.10.7,
Capstone 5.0.0, and radare2 5.8.4.

The first step is to analyze ProFTPD (hereafter the SUT) during its normal exe-
cution with the server tracer module described in Section 7.4.1. We manually
interact with the SUT locally (on the same host) using the tnftp client to simulate
a typical user interaction: logging into the system, listing and changing directo-
ries, transferring and viewing the file sizes, and disconnecting from the SUT. The
server tracer module generates several logs containing all taint information and
instructions executed by the SUT, which are then automatically analyzed by the
trace modeler module (see Section 7.4.1).

The first step of the trace modeler module is to generate a TDCFG. The purpose of
this step is three-fold: (1) to separate the functions into CFGs to facilitate further
analysis; (2) enrich the DCFG of each function with taint information from the
tainted buffer manipulation; and (3) complete this TDCFG with static analysis to
finally build the initial TDFCG.

Figure 8.1 shows the TCFG obtained for the function pr_cmd_get_id in this case
study. Recall that edges have a counter to indicate how many times that particular
edge was taken during execution. The blue color of the basic blocks indicates
that the block is tainted. A summary of the actual tainted information is also
given as a comment in the related instruction. The dashed basic blocks and edges
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Figure 81 TDCFG of the pr_cmd_get_id function, which compares the data read from the
network with the list of valid keywords in ProFTPD. The dashed lines correspond
to basic blocks and their respective edges, obtained by static analysis.

correspond to the static analysis information provided by radare2. To match this
information with the generated TDCFG, we need to split some basic blocks even
if they end with a standard instruction (see for instance the basic block starting
at address ex558b9f7aaeaa in the figure). This static analysis information will
allow us to set a cutoff address during symbolic execution and thus limit the
scope of the exploration.

The next step done by the trace modeler module is to filter and analyze any
log traces with tainted information. Specifically, it analyzes each comparison
made on the tainted information, assuming that these comparisons are made to
obtain possible message delimiters. It then decomposes the message structure
into symbols thanks to this delimiter identification, with the keyword being the
most important symbol for the reconstruction of the FSM. Figure 8.2 shows the
initial FSM corresponding to this case study, which is reconstructed from the data
sent by the SUT containing the identified keywords.

In this case study, we begin by counting 13 observed messages with different
keywords, that are represented in the transitions of the FSM shown in Figure 8.2.
As shown in Figure 8.1, the pr_cmd_get_id function contains a loop with tainted
nodes. Exploring it with the symbolic execution engine to reach the successful
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Figure 8.2 Initial finite-state machine obtained from analyzed ProFTPD traces.

basic block at ex558bgf7aaede, SYNOPTIC obtains up to 48 additional keywords
not seen before. Specifically, these new keywords (alphabetically ordered) are:
ABOR, ACCT, ADAT, ALLO, APPE, AUTH, CCC, CDUP, CLNT, CONF, CSID, DELE, ENC, EPRT,
HELP, HOST, LANG, MFF, MFMT, MIC, MKD, MLSD, MLST, MODE, NOOP, OPTS, PASV, PBSZ,
PORT, PROT, PWD, RANG, REIN, REST, RMD, RNFR, RNTO, SITE, SMNT, STAT, STOR, STOU,
STRU, XCUP, XCWD, XMKD, XPWD, and XRMD.

After obtaining the new keywords, the next step is to generate and validate new
messages with these keywords. However, some of these messages cause behavior
in the network protocol such that, with the approach followed in SYNOPTIC, it
cannot be detected appropriately (remember that our system divides logs into
sessions and sets; see Section 7.4.1). Therefore, in this case we need to manually
implement four keywords to simulate client behavior by replaying messages. As
discussed above, this is why we say that our system is a semi-automatic approach.
The server tracer module can detect a change in the socket descriptor after the
SUT has received the EPSV keyword, followed by the LIST and NLST messages, but
cannot know that the value accompanying EPSV is the new port where the server
needs to listen to. In particular, the EPSV keyword initiates an extended passive
mode that opens a data connection socket for data transfer. This SUT socket
will listen for incoming connections on the port specified in the EPSV message,
so the LIST and EPSV keywords will retrieve the information using this socket
and closing it later. A similar problem happens with the QUIT keyword, which
only closes the current connection, so we need to open a new one to continue
analyzing the FSM.

SyNopTIC follows the exploration process described in Section 7.4.1 to obtain
the complete FSM, updated with symbolically generated messages. The complete
inferred FSM in this case study can be found in Figure 8.3. After analyzing the
new states and keywords, we conclude the following:

* ProFTPD supports the CLNT command, which is not included in any of
the standards that define the FTP protocol (neither in [182] not in later
updates);

* ProFTPD seems to support the LANG command at first glance, but after
testing it empirically (without our system) we get an unknown command
error. Reviewing the source code we have seen that this command is actually
a valid command in the ProFTPD supported commands' and that there is

1See https://github.com/proftpd/proftpd/blob/33255a6c83c2f887a03ec46d03fb8a03e95704de/
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even a test defined to check its correct operation.” Further analysis must
be done to find out the root of the problem;

* All generated messages that do not have the correct message structure are
not included in the state machine, so it is unlikely that a complete FSM can
be achieved with the presented approach. Although new states can indeed
be discovered, fully automatic message structure analysis remains an open
problem in protocol reverse engineering, thus making it difficult to obtain
a complete inferred FSM at the moment. In this case study, SYNOPTIC has
replayed 14 801 messages, of which 85.48 % has been accepted and the
rest rejected. Of those accepted, only 258 of them have generated a new
transition in the FSM. This high percentage of valid messages is because
we are following a known valid FSM, and new messages that can detect a
new state are sent after sending a valid sequence of messages to the SUT.

To summarize the answer to the research questions of this work, we can discover
new messages not included in the initial data set, thus providing a more complete
view of the vocabulary and grammar of the protocol than the view obtained
with the initial data set. However, the restriction on the completeness of the
analysis and the quality of the initial data set is still present (RQ1). Regarding
RQ2, the generation of new messages requires us to validate their correctness
before considering them for the protocol inference process by communicating and
analyzing the SUT response. Therefore, the network protocol under study must
provide a way to know whether new messages are correct or not. As for RQ3, the
environmental dependency of message data or intra-message dependencies in
network communication are currently existing limitations when generating new
messages.

8.2 Limitations and Threats to Validity

This section first introduces the threat model of SYNOPTIC and then describes its
threats to validity.

8.21 Threat Model

SYNOPTIC aims to infer the message structure and finite-state machine of an un-
known network protocol by analyzing dynamically generated application traces.
To do this, it uses different program analysis techniques [ 183] (specifically, dy-
namic binary instrumentation for taint analysis, symbolic execution, and static
disassembly).

Therefore, an adversary can use anti-analysis techniques to disrupt the analysis
and make it difficult to obtain the application traces necessary for the inference
process. For instance, virtualization techniques [ 184] and obfuscation code [185]
can disrupt symbolic execution, while diverse anti-instrumentation techniques

include/ftp.h#L79 (accessed on February 26, 2024).
2See https://github.com/proftpd/proftpd/blob/33255a6c83c2f887a03ec46d03fb8a03e95704de/
tests/api/cmd.c#1.261 (accessed on February 26, 2024).
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Figure 8.3 Complete ProFTPD inferred FSM with symbolically generated messages.
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can be used to hinder dynamic binary instrumentation analysis [ 186]. Similarly,
code packing [187], complex control flow structures [ 188], or highly optimized
code, among other techniques, can make static binary analysis difficult [189]. To
overcome these problems, each module of SYNOPTIC must incorporate mecha-
nisms to detect and counteract these situations. Avoiding certain anti-analysis
techniques remain open problems in the program analysis techniques used by
our tool.

Recall that we assume that SYNOPTIC analyzes the SUT during its normal ex-
ecution, so we consider the messages exchanged during this execution to be
well formatted. Therefore, an adversary can deliberately implement a protocol
in which the first few messages are invalid, invalidating our assumption and
our subsequent analysis for message and protocol inference. To overcome this
problem, our system can compare the code coverage of different exchanged mes-
sages, assuming that the analysis process for invalid messages finishes before
that for valid messages. This comparison is directly biased by the spatial location
threshold used in SYNOPTIC, and its impact should be investigated.

Furthermore, our system does not perform any additional analysis on the keywords
or fields and therefore cannot find any field dependencies. An adversary can
implement a network protocol in which any message has some fields that depend
on some others in the same or in a previous exchanged message, thus disrupting
our analysis. As a possible countermeasure, SYNOPTIC can apply heuristics or
improve message structure inference logic to detect these cases.

Finally, to speed up the DBI analysis process, we assume that the binary code
responsible for checking the type of message arrived at a network socket is
spatially close to the function that received the tainted data. An adversary can
also deliberately make this decision in a later point in the code, preventing our
tool from discovering loops of interest to obtain symbolically generated messages.
SYNOPTIC can overcome this problem by setting a larger threshold value or even
removing the spatial threshold check. However, the system would suffer from
higher overhead, making it difficult to use in practice.

8.2.2 Threats to Validity

Although SYNOPTIC can obtain message structure boundaries and the finite-state
machine of a network protocol from dynamically generated application traces, it
still has some limitations. Below we discuss the validity of our work according to
construct, internal, and external validity [ 190].

Construct Validity We have conducted controlled experiments that allowed us
to adjust our system and measure evaluation metrics accordingly. Therefore, no
issue should arise from our experimental study.

Internal Validity SYNOPTIC relies on third-party binary analysis tools to comple-
ment the CFG of functions that make up a TDCFG and to analyze the assembly
instructions (respectively, radare2 [177] and Capstone [175]). Similarly, our
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system also relies on external symbolic execution engines to discover new mes-
sages. Therefore, the quality of the analysis results largely depends on these
tools. Thus, the accuracy of our system may be affected by assumptions made by
these tools during binary analysis [191], [192] (e.g., for instruction boundary
detection, function boundaries, or function signatures, to name a few). With this
in mind, our system was designed so that the underlying binary analysis tools and
symbolic execution engines are easily interchangeable. For instance, currently
SYNOPTIC can work with both angr [178] and Binsec [179]. A comprehensive
study on the impact on the network protocol inference process of different binary
analysis tools (such as Ghidra, IDA Pro, or Binary Ninja, among others) and
symbolic execution engines deserves further investigation.

External Validity SYNOPTIC is specifically designed to work with executable files
created from C source code because our pintool only hooks network commu-
nication functions from the standard C library. Therefore, it cannot be used on
programs developed with other programming languages. However, our system
can be used on programs that use network communication functions different
than those of the standard C library, but with the same function signatures. In any
event, our pintool is easily extensible to other network communication functions
if the specific function signature to be hooked is known.

Similarly, we evaluated SYNOPTIC on a GNU/Linux-based operating system pro-
gram. Fortunately, both modules of our system are extensible to Microsoft Win-
dows, since Pin and Python3 are cross-platform. Therefore, in practice SYNOPTIC
can analyze program independently of the underlying operating system, with the
only current requirement being that they use the standard C library for network
communication. Although our preliminary results on Windows binaries have been
successful, it deserves further investigation.



Related Work

In the area of protocol reverse engineering, dynamic analysis gathers information
about a network protocol by analyzing the execution of a binary program. Since
the protocol’s grammar inference is based on the previous vocabulary inference
step, many studies focus on obtaining the structure of messages that fit the
vocabulary. One of the most relevant works is [160], where the tool Dispatcher
is presented. This tool uses dynamic taint analysis to generate execution traces
and analyze the liveness of the tainted buffers. Dispatcher then uses a buffer
deconstruction technique, based on a backward pass over an execution trace, to
learn how messages are composed by different buffers corresponding to fields
located in different memory locations.

Two dynamic analysis tools that infer protocol grammar are Prospex [162] and
MACE [163]. Prospex classifies similar messages not only by message structure,
but also by system calls triggered by the analyzed binary after receiving a specific
message. As a final result, it produces a template that defines the analyzed
protocol and that will be later used in the Peach fuzzing platform [193]. Similar
to SYNOPTIC, MACE uses symbolic execution to complement the grammar inference
process. Unlike MACE, our approach does not require prior expert knowledge as it
relies on dynamic taint analysis for automatic inference of message structure and
to guide the symbolic execution. In contrast, MACE requires the user to manually
implement an abstraction function to translate concrete output messages into
the protocol’s abstract alphabet. This limitation means that the user must know
in advance the details of the network protocol to implement such an abstraction
function. To the best of our knowledge, we are the first to propose dynamic taint
analysis combined with symbolic execution to infer new messages that have not
yet been seen in the observation step and thus update the grammar of the network
protocol under test, without any prior expert knowledge.

Dynamic binary analysis can overcome common limitations of static binary anal-
ysis [189], such as encryption, code compression, or obfuscation, to name a few.
ReFormat [29] is able to detect decryption and encryption routines in programs
due to the greater distribution of arithmetic and bitwise instructions in these
routines. Similarly, a hybrid (dynamic and static) analysis is proposed in [161] to
overcome protocol encryption. Through dynamic analysis, encryption keys are
obtained, in order to decrypt the communication and perform a static analysis of
the plain text messages.

Reviewing the literature, we found that the network protocol inference can be

104



PART 11l IN-DEPTH ANALYSIS RELATED WORK 105

seen as a similar problem to grammar-based fuzzing [194], [195], in the sense
that both areas must deal with data that conforms to a complex structure in
order to be valid input for the SUT. In the case of network protocol inference,
the analysis is guided to discover as many details of the underlying protocol as
possible, rather than testing the correctness of the network protocol implemented
by the SUT. The latter can be seen as the natural next step in protocol inference.
Surprisingly, we find a large dichotomy between the two areas of research, which
do not make explicit references to each other. We believe that both areas could
complement each other to better understand the validation of complex input
data. From a data structure point of view, grammar-based fuzzing is usually
based on a white-box approach, where the complex structure of the input data
is already known and defined by a template for test case mutation [196]. In
contrast, network protocol inference must follow a black-box approach, since
nothing about the protocol is known in advance.



Discussion

We introduced SYNOPTIC, a novel system designed to perform semi-automatic
analysis of network protocols to infer their finite-state machine and message
structure in black-box scenarios, where only a binary program implementing the
network protocol under study is available. To do this, our system uses different
program analysis techniques, such as dynamic taint analysis to generate a TDCFG,
which is subsequently improved by static analysis and analyzed with symbolic
execution to generate new, previously unknown messages. As a case study, we
studied the FTP implementation of ProFTPD, discovering messages that are not
included in the standard FTP specification. This result provides a positive an-
swer to the Research Question 4, but nevertheless, this approach is not without
limitations, discussed below.

As future work, our ongoing efforts are focused on integrating SYNOPTIC with
network protocol fuzzing, which will enable systematic testing and vulnerability
identification. Additionally, we plan to conduct a broader evaluation, extending
the scope of SYNOPTIC to other operating systems and to binary-based network
protocols. Finally, we also aim to explore the effects of different binary analysis
tools and symbolic execution engines on the analysis results.

Furthermore, we discuss the drawbacks of approaches to inferring a network
protocol without any prior expert knowledge and based on several unsupervised
automatic inferences using the server side as SUT, such as the approach used in
SYNoOPTIC. In particular, these drawbacks are the following:

Completeness and initial data set The completeness of the inferred FSM depends
entirely on the initial message set. When generating symbolically messages, we
need a way to frame these messages in the particular message structure of the
network protocol under analysis. Therefore, the assumption of “good quaility”
(in terms of the messages in the initial data set being well formatted) is essential
to be able to properly format the symbolically generated messages, taking into
account previously detected message symbols.

Status code protocols When generating and formatting messages symbolically,
we need a way to validate that these messages are valid messages. Therefore, the
network protocol must respond with a status code after receiving them so that
we can discriminate whether they are valid or not.
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Internal environment When the command sent by the client depends on the
specific (internal) environment of the server, these approaches cannot work
properly. For example, our analysis using TDCFG and symbolic execution in our
case study cannot resolve the case where the SUT waits for a file to exist on the
system before retrieving it. In this context, solutions such as symbolic file systems
can help [8].

Partial view of communication Since these approaches only analyze the server side
of the communication, any behavior that depends on previous messages cannot be
properly analyzed (for instance, a challenge-response authentication). Similarly,
if communication starts on a socket but continues on a different socket, the
relationship between states in the inferred FSM will not be accurately reflected.



Chapter 9

Conclusions

This dissertation contributes to three different aspects of the cybersecurity incident
response process. First, we analyze communication channels suspected of being
used by adversaries to circumvent current network policies. Second, discuss how
to focus the analyst’s efforts on suspicious processes or prevent them from wasting
time on the analysis of legitimate processes. And third, we discuss how a semi-
automated approach would benefit an analyst in understanding what a program
file does while using an unknown protocol. In Chapter 1 we formulated four
research questions, and in this chapter we recapitulate our findings. We then
discuss future work and open problems.

9.1 Results

We briefly reiterate the research questions motivated in Chapter 1 and the key
findings discussed in this thesis.

[Research Question 1]

Can we prepare for adversaries using newer means of communication during
an incident?

In Part I, we compared MQTT, AMQRB and CoAP IoT protocols for data exfiltration
and discussed that both MQTT and AMQP are more suitable for data exfiltration
than CoAB as evaluated by our software tool CHITON. Not only are they more
optimized for data transmission, but they are also more likely to be allowed on a
network as they are commonly used to connect to [oT cloud providers through IoT
gateways. Finally, we suggest the use of zero-trust architecture and stateful-based
detection to mitigate their use.

[Research Question 2}

Can we quickly detect suspicious processes on a compromised system?

We address this question in Chapter 5. We presented a taxonomy of Windows
ASEPs that can be consulted regardless of the forensic analysis being performed,
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and discussed how any ASEPs that rely on the Windows Registry could focus
the efforts of a memory forensics analyst thanks to WINESAP Volatility plugin.
Similarly, we observed that some persistence mechanisms cannot be detected
without performing file carving or using traditional disk forensics analysis.

[Research Question 3]

Can we quickly discard legitimate processes on a compromised system?

We address this question in Chapter 6. We discussed the effectiveness that reliance
on code signing could bring to a memory forensics analyst, preventing them from
investing time in legitimate processes. According to our results obtained with
our Volatility SIGCHECK plugin, the benefit is small because retrieving file objects
with complete data is more complicated as the system runs longer. Memory
forensics has limitations such as data incompleteness, data changes caused by PE
relocation, catalog-signed files, and inconsistencies in executable file and process.
We have also proposed guidelines to the security community to address the lack
of resources to verify executable certificates.

[Research Question 4}

Can we improve the analysis of suspicious executables that communicate with
an unknown protocol?

Finally, we address this question in Part III. We presented and evaluated SYNOPTIC,
a novel system that uses tainted dynamic control-flow graphs and symbolic execu-
tion to obtain a finite-state machine and message structure of a network protocol
when only the binary program is available. While promising, this approach has
limitations, such as the need for status code in the protocol being analyzed, the
construction of the initial data set (which should correspond to valid messages),
the inability to relate dependencies to the environment of the binary, and a partial
view of the communication when the protocol uses different socket connections.

9.2 Future Work and Open Problems

This thesis leaves open several questions that need to be addressed further. In
particular:

* CHITON cannot replay UDP packets when exfiltrating information. This
issue must be resolved to fully verify that proper network configuration
prevents this type of exfiltration.

* WINESAP does not currently match suspicious persistence mechanisms to
running processes in the memory dump, which would help reduce an ana-
lyst’s time to detect suspicious processes. In addition, it does not currently
detect mechanisms that rely on files, so a file carving technique must be
implemented to address this limitation.

* SIGCHECK relies on OpenSSL software to verify executable certificates,
but it does not verify certificate revocation. This problem must be fixed
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programmatically.

* SYNOPTIC does not currently dynamically instrument the symbolic messages
that are generated and provided to the binary being analyzed. Further
research should be conducted to determine if analysis of new messages
will provide more information about the internal structure of the protocol
messages.

* Integrating SYNOPTIC with network protocol fuzzing tools is a natural step.
This step would further allow for systematic testing and vulnerability identi-
fication of the binary being analyzed, in the case of auditing a legacy binary
within an organization, or testing the robustness of third-party products
that implement private network protocols.

* A more comprehensive evaluation of SYNOPTIC must be performed to high-
light its advantages and limitations regarding other operating systems or
binary-based network protocols.

* An exploration of the effects that different binary analysis tools and symbolic
execution engines have on SYNOPTIC results must be carried out.

These open problems are only relative to the approaches presented during this
dissertation, but more research could be conducted as alternatives to the proposed
answers. Especially the solution presented in response to Research Question 3,
which reflects the less satisfactory results when performing memory forensics.



Research Outcome

This chapter presents the scientific results obtained during the completion of this
dissertation.

Articles

As a scientific result of this dissertation, three articles have been published in
peer-reviewed journals and another article is currently under review:

D. Uroz and R. J. Rodriguez. “Characteristics and Detectability of Windows
Auto-Start Extensibility Points in Memory Forensics,” in Digital Investigation,
vol. 28, pp. S95-S104, Apr. 2019. po1: 10.1016/j.diin.2019.01.026. Impact
factor (JCR): 1.938, rank 108/156 (Q3).

D. Uroz and R. J. Rodriguez. “On Challenges in Verifying Trusted Executable
Files in Memory Forensics,” in Forensic Science International: Digital Investi-
gation, vol. 32, p. 300917, Apr. 2020. poI: 10.1016/j.fsidi.2020.300917.
Impact factor (JCR): 2.406, rank 119/223 (Q3).

D. Uroz and R. J. Rodriguez. “Characterization and Evaluation of IoT
Protocols for Data Exfiltration,” in IEEE Internet of Things Journal, vol. 9,
no. 19, pp. 19062-19072, Oct. 2022. por: 10.1109/JI0T.2022.3163469.
Impact factor (JCR): 11.1, rank 5/251 (Q1).

D. Uroz, R. J. Rodriguez, S. Bardin, and E Recoules. “Back to the Future:
Uncovering Network Protocol States through Symbolic Execution and Taint
Analysis.” Under review in Computer & Security. Impact factor (JCR): 5.6,
rank 41/158 (Q2).

Open Source Projects

For the sake of science and reproducibility, four projects have been open-sourced
under different GNU General Public Licenses:

WINESAP: A Volatility plugin for searching for all Autostart Extensibility
Points (AESPs), the subset of operating system and application extensibility
points that allow a program to start automatically without explicit user
invocation. Available under the GNU AGPLv3 license at https://github.
com/reverseame/winesap (accessed on March 2, 2024).
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* SIGCHECK: A Volatility plugin for verifying digital signatures of executable
files (namely, .exe, .d11, and .sys files) in memory dumps. Available
under the GNU GPLv3 license at https://github.com/reverseame/sigcheck
(accessed on March 2, 2024).

* CHITON: A Python library for exfiltrating data by encapsulating it in IoT
protocol packets. Available under the GNU GPLv3 license at https://github.
com/reverseame/chiton (accessed on March 2, 2024).

* SYNOPTIC: A project that aims to infer the protocol message format and
the protocol finite state machine (FSM) of an unknown protocol. Available
under the GNU GPLv3 license at https://github.com/reverseame/synoptic
(accessed on March 2, 2024).
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