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Abstract— In this paper, we study how to dis-
tribute storage capacity along a hierarchical system
with cache–servers located at each node. This sys-
tem is intended to deliver stored video streams in a
video–on–demand way, ensuring that, once started, a
transmission will be completed without any delay or
loss of quality.

We perform a detailed analysis of the start–up time
delay for some storage distributions, showing that an
“intelligent” storage distribution can increase perfor-
mance from 22% to 29% with respect to a uniform one
and from 44% to 78% with respect to one in which
all the storage is attached to the gateway router that
connects the final users. We also analyze bandwidth
usage, comparing the behavior of these storage distri-
butions.

Keywords— Multimedia, video on demand, quality
of service, broadband, multicast.

I. Introduction

In the near future, it is believed that delivery of
stored digital video will become commonplace and a
significant source of network traffic.

For such a delivery, much work has been done. Per-
haps the most simple technique consists in using a
centralized single–server intended to deliver all video
requests to the users. However, it is known that this
approach does not scale well as the load (i.e. the
number of users and videos) grows.

In order to solve this problem when considering
video delivery over wide area networks, some authors
propose the use of a number of cache–servers dis-
tributed along the communication network that will
store a subset of those videos so as to provide users
with direct access to them (see for instance [1], [2]).
All of them found that such an approach is preferable
to using a centralized server.

Similarly, the same conclusion has been reached
when considering networks intended not only to pro-
vide good performance of the overall system but also
to guarantee real–time video delivery. This is the case
when using a hierarchical network with cache–servers
located at each node [3], [4]. This architecture is used
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nowadays in residential networks. In those networks,
it has been also shown that the best placement of
videos (i.e. the best way of distributing the videos
along the cache–servers) consists in placing the most
popular videos as close to the users as possible [3],
[4].

Our Work

Whereas previous results have been obtained as-
suming either that all cache–servers have the same
storage capacity (called uniform size distribution) or
that they are attached only to the gateway router
that connects the final users (called proxy–like size
distribution), in this paper we focus on the benefits
that can be obtained by using an “intelligent” distri-
bution of storage at the cache–servers in hierarchical
networks.

We show that, by using a hierarchical network,
such a distribution increases performance from 22%
to 29% with respect to a uniform size distribution
and from 44% to 78% with respect to a proxy–like
size distribution.

These results provide a guidance as to how to dis-
tribute storage capacity in a concrete system con-
figuration to achieve the best performance. Obvi-
ously, since storage allocation among servers cannot
be changed dynamically, there is no way one can
provide a dynamic storage allocation. However, our
results allow us to predict, when there is a change
in the system configuration, how such a change will
degrade the overall performance so that system de-
signers can decide when a new storage allocation is
necessary (maybe also increasing the whole storage
size).

The rest of our paper is organized as follows. In
Section II we describe the scenario we used. In Sec-
tion III we show our results. Finally, our conclusions
are presented in Section IV.

II. Scenario

For our study, we use a hierarchical network archi-
tecture consisting of a binary tree having four levels
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Fig. 1. Tree structure of our system.

of depth. At the top of the tree, there is a central
server, storing all videos. Then, at each node of the
tree there is a cache–server, which acts as a client
to the upper caches–servers. Cache–servers at leaves
serve the same number of users. Links between nodes
have a bandwidth of 1.5 Gbps downstream. A mod-
erate bandwidth is also needed upstream in order to
send user requests to the central server. Note that fi-
nal users share a bandwidth of 1.5 Gbps because they
share the link to their nearest node. Fig. 1 shows our
tree structure (see [3] for details).

Videos are distributed along the cache–servers
based on its popularity : more popular videos are
placed in all cache–servers next to users. We take
the probability of being requested according to Zipf’s
law [5] as a factor of popularity. This distribution has
been found to statistically fit video program popular-
ities estimated through observations from video store
statistics [6].

In our approach to the video transmission problem
we studied the performance over a 24 hour period.
Previous studies on video demand rates [7], [8] have
determined the behavior of these rates in this period;
so our simulations work with a rate distribution ac-
cording to these studies. We also consider that a user
makes a request only if he or she is not waiting for
or receiving a video (i.e. nobody can receive more
than one transmission at a time). In Fig. 2 we can
see the request rate distribution obtained in a simu-
lation having one request per day for each user. This
is what we assumed in our study (actual VoD trials
show that the average number of user requests per
week is about 2 to 3).

Finally and in order to ensure that once a video
is accepted it will be delivered without interrup-
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Fig. 2. Request rate distribution in a 24 hour period.

tion to the final user/s, we use a reservation algo-
rithm. The reservation algorithm, when a video re-
quest is received, checks whether it is already planned
for transmission using the same links. If so, that
request is added to the multicast transmission of
this video without any additional bandwidth require-
ments. Otherwise, it checks the nearest moment
when it can ensure a continuous transmission, re-
serving the necessary bandwidth (in each link of the
route) for that moment. Note that, when a video
request is received, it could happen that the reser-
vation algorithm only guarantees an uninterrupted
transmission after some start–up time delay. In this
work, our aim is to show how an “intelligent” dis-
tribution of storage at the cache–servers significantly
reduces that start–up time delay.



III. Results

Storage capacity is one of the most important re-
sources in video–on–demand systems, which means
that its correct utilization may significantly improve
the overall system performance. In this section we
analyze how to distribute a constant storage capacity
in the caches. Then, we make a bandwidth analysis
of the system comparing several size distributions,
which will show why some are better than others.

A. Size Distribution

For these experiments we have chosen a size of
1 400 Gb to be distributed between the caches in the
tree. The main server stores all videos which cannot
be stored in caches, without space limitations.

All experiments are conducted with 5 000 users for
each final link (a total of 80 000 users), and the figures
present the behavior of the system when the number
of videos changes. We have also made simulations
with more users and they present the same behavior,
but with higher starting delays. These experiments
are not shown due to space limitation.

Figures 3, 4 and 5 show the system performance
with 1 000, 5 000 and 10 000 videos respectively.
These figures must be understood as follows: con-
sidering that we have a tree structure with three
cache levels, level 3 indicates the (two) caches next to
the main server, level 2 is the intermediate one, and
level 1 is composed of the caches closest to users.
Thus, one size distribution can be specified by the
percentage of size in level 3 and the percentage in
level 2. The remaining percentage corresponds to
level 1. Note that, whereas the sum of these three
percentages is always 100%, nodes in a tree grow ex-
ponentially on each level, so levels with the same size
percentage do not have the same size in their caches.

The uniform distribution point and the best case
point are also marked in all figures. The proxy–like
distribution is not indicated, but it corresponds to
the coordinates (0, 0).

It can be seen that, except for the case where we
have a moderate number of videos (namely, 1000
videos), the best size distribution is located at a point
where there is a percentage of 50% both at level 2
and level 3 (and consequently a percentage of 0% at
level 1 ). This indicates that when the load grows,
the best configuration is one with most of the size
located equally at the two higher levels.

It can be seen that the more we increase the num-
ber of videos the closer to the diagonal line the best
size distribution is located. This corresponds to hav-
ing a percentage of 0% at level 1 and a percentage of
50% both at level 2 and level 3. This indicates that
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Fig. 3. System with 1 000 videos.
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Fig. 4. System with 5 000 videos.
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Fig. 5. System with 10 000 videos.
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Fig. 6. Bandwidth usage with uniform cache size distribution.

when the number of videos grows, the best configu-
ration is one with most of the size located equally at
the two higher levels. In fact, it can also be seen that,
when adding more videos, the start-up delay at point
(0, 0) (which corresponds to a proxy–like configura-
tion) grows faster than at the rest of the points.

To give concrete results, the best size distribution
in Fig. 3 offers starting delay reductions of about 25%
in the uniform distribution and 78% in the proxy–
like configuration. Reductions in Fig. 4 are about
29% and 54% respectively. Finally, in Fig. 5 the best
case configuration reduces times by about 22% in the
uniform distribution and 44% in the proxy–like dis-
tribution.

B. Bandwidth Usage Analysis

As has been pointed out previously (see Fig. 2),
the request rate varies throughout the day. Conse-
quently, it seems quite reasonable to expect a dif-
ferent system behavior over a 24 hour period. We
have also shown in the previous section that different
cache size distributions affect the final system per-
formance. In this section, we perform a bandwidth
analysis over a 24 hour period, comparing a system
with uniform size distribution and another with the
best case distribution.

Figures in this section represent the percentage of
bandwidth usage on each level of the tree. We refer
to the links shared by each user branch (the ones
between users and caches next to users) as level 1
links. Level 2 and level 3 are the two intermediate
link levels, and links at level 4 are the two which
communicate the main server with the two caches
beneath it.

Figs. 6 and 7 represent a uniform size distribu-
tion and the best case distribution of a system with
5 000 users. These two figures represent the two
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Fig. 7. Bandwidth usage with best case cache size distribu-
tion.

points marked in Fig. 4, respectively. In Fig. 6 we
can see how bandwidth is not optimized, because the
saturation at level 1 prevents other links from us-
ing all their bandwidth capacity. On the other hand,
in Fig. 7, bandwidth usage on all levels is optimized,
and at the peak audience period all levels have a high
usage. This optimization is made through a correct
size distribution between the caches in the tree, so
that when serving requests all links are used simi-
larly. Note Also how the saturation of the higher
link and the overall bandwidth usage are consider-
ably reduced in the best case distribution.

This correct size distribution results in better per-
formance of the system. Starting delays are about
10.5 minutes in Fig. 6 and about 6.25 minutes in
Fig. 7. Although we have not presented results based
on maximum starting delays due to space limitations,
a good size distribution also improves these times,
offering a reduction of more than 30 minutes in this
case.

IV. Conclusions

In this paper we have carried out an analysis of
the problem of storage space distribution problem.
With this study we have obtained distributions which
widely surpass the distributions proposed in previous
works. Our best case distribution has a performance
ranging from 22% to 29% better than the uniform
distributions in systems with medium to high loads.
It also has improvements ranging from 44% to 78%
in comparison with proxy–like distributions. More-
over, our experiments show how the system perfor-
mance changes when the size distribution is varied.
Another interesting detail shown in our simulations
is that when we have many videos available, the best
case distribution has a configuration with very low



storage capacity in the caches closest to users; this
cache level has about 7% of the total cache capacity,
which corresponds to 12.5 Gb in each cache close to
users compared to a total cache size of 1 400 Gb.

We also demonstrate that bandwidth studies are
important for understanding and improving the sys-
tem. We have shown how it accurately reflects its
state. This shows explicitly where the bottlenecks
are and also which resources are being wasted.

There are some other issues, which we are currently
working on, that need further research. It is neces-
sary to add the possibility of changing the video lo-
cations on-line, such as adding more videos or mod-
ifying their popularity value without shutting down
the system.
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